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Abstract

Background: As of today, cancer is still one of the most prevalent and high-mortality diseases, summing more than
9 million deaths in 2018. This has motivated researchers to study the application of machine learning-based solutions
for cancer detection to accelerate its diagnosis and help its prevention. Among several approaches, one is to
automatically classify tumor samples through their gene expression analysis.

Methods: In this work, we aim to distinguish five different types of cancer through RNA-Seq datasets: thyroid, skin,
stomach, breast, and lung. To do so, we have adopted a previously described methodology, with which we compare
the performance of 3 different autoencoders (AEs) used as a deep neural network weight initialization technique. Our
experiments consist in assessing two different approaches when training the classification model — fixing the
weights after pre-training the AEs, or allowing fine-tuning of the entire network — and two different strategies for
embedding the AEs into the classification network, namely by only importing the encoding layers, or by inserting the
complete AE. We then study how varying the number of layers in the first strategy, the AEs latent vector dimension,
and the imputation technique in the data preprocessing step impacts the network’s overall classification performance.
Finally, with the goal of assessing how well does this pipeline generalize, we apply the same methodology to two
additional datasets that include features extracted from images of malaria thin blood smears, and breast masses cell
nuclei. We also discard the possibility of overfitting by using held-out test sets in the images datasets.

Results: The methodology attained good overall results for both RNA-Seq and image extracted data. We
outperformed the established baseline for all the considered datasets, achieving an average Fy score of 99.03, 89.95,
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and 98.84 and an MCC of 0.99, 0.84, and 0.98, for the RNA-Seq (when detecting thyroid cancer), the Malaria, and the

Wisconsin Breast Cancer data, respectively.

Conclusions: We observed that the approach of fine-tuning the weights of the top layers imported from the AE
reached higher results, for all the presented experiences, and all the considered datasets. We outperformed all the
previous reported results when comparing to the established baselines.

Keywords: Cancer, Classification, Deep learning, Autoencoders, Gene expression analysis

Background
Cancer is a label for a group of diseases that is charac-
terized by abnormal and continuous cell growth, with the
potential to spread through its surrounding tissues and
other body parts [1]. During 2018, cancer was the second
leading cause of death globally, accountable for 9.6 million
deaths, where around 70% were in developing countries
[2]. Throughout the years, and given the evolution of tech-
niques, technology, and treatments in medicine, cancer
survival rates have been improving [3]. However, there are
still some types that have survival rates of under 20%, such
as pancreatic, esophagus, and liver cancers. Its prevalence
makes it more crucial to correctly and accurately clas-
sify such diseases. For tackling this need, many research
groups have been trying to help on accelerating cancer
diagnosis, by experimenting and studying the application
of machine learning algorithms to this problem [4].
When automatically classifying tumor samples, one
approach is to analyze the samples derived molecular
information, which is its gene expression signatures. Gene
expression is the phenotypic manifestation of a gene or
genes by the processes of genetic transcription and trans-
lation [5]. By studying it, this gene map can help to better
understand cancer’s molecular basis, which can have a
direct influence on this disease’s life cycle: prognosis, diag-
nosis, and treatment. There are two main cancer genomics
projects — The Cancer Genome Atlas (TCGA) [6] and
The International Cancer Genome Consortium (ICGC)
[7] — that aim to translate gene expression, systematiz-
ing thousands of samples across different types of cancers.
With this elevated number of features, each represent-
ing a particular gene, one may find genome-wide gene
expression assays datasets in these projects. However, this
type of data presents some challenges, because of (1) a
low number of samples, (2) an unbalanced class distri-
bution, with few examples of healthy samples, and (3)
a high potential of underlying noise and errors, due to
eventual technical and biological covariates [8]. This dif-
ficulty in gathering data accurately is underlying for every
dataset creation. The equipment used to collect the data
has intrinsic errors associated (mechanical, of acquisition,
and others), hence, the dataset will reflect these errors.

Several authors have chosen the previously mentioned
approach of analyzing the gene expression of tumor sam-
ples. Many of the developed methodologies in this scope
use straightforward supervised training, especially when
using deep neural networks (DNNs), relying on their
depth to produce the best results. Gao et al. [9] proposed
DeepCC, a supervised deep cancer subtype classification
framework based on deep learning of functional spec-
tra quantifying activities of biological pathways, robust to
missing data. The authors conducted two studies, each
with a different cancer detection (colorectal and breast
cancer data). The authors claimed that the described
method achieved overall higher sensitivity, specificity, and
accuracy compared with other classical machine learning
methods widely used for this kind of task, namely random
forests, support vector machine (SVM), gradient boosting
machine, and multinomial logistic regression algorithms,
with an accuracy higher than 90%.

Sun et al. [10] proposed Genome Deep Learning (GDL),
a methodology aiming to study the relationship between
genomic variations and traits based on DNNs. This
study analyzed over six thousand samples of Whole Exon
Sequencing (WES) mutations files from 12 different can-
cer types from TCGA, and nearly two thousand healthy
WES samples from the one thousand genomes projects.
The main goal of GDL was to distinguish cancerous from
healthy samples. The authors built: 12 models to iden-
tify each type of cancer separately, a total-specific model
able to detect healthy and cancerous samples, and a mixed
model to distinguish between all 12 types of cancer-based
on GDL. All the experiments were evaluated through:
(a) three performance metrics — accuracy, sensitivity,
and specificity — and (b) Receiver Operating Character-
istic curves, with the respective Area Under the Curve
(ROC-AUC). This methodology achieved a mean accu-
racy of 97.47% on the specific models, 70.08% on mixture
models, and 94.70% on total specific models, for cancer
identification.

In [11], Kim et al. compared the performances of: (1)
a neural network, (2) a linear SVM, (3) a radial basis
function-kernel SVM, (4) a k-nearest neighbors, and (5) a
random forest when identifying 21 types of cancers and
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healthy tissues. The classifiers were trained with RNA-
seq and scRNA-seq data from TCGA, where they selected
up to the 300 most significant genes expressed for each
of the cancer variations. To determine the optimal num-
ber of genes for each classifier’s binary classification task,
the methods mentioned above were trained with 12 dif-
ferent sizes of gene expression datasets (from 5 to 300
genes). When learning with 300 genes, the neural net-
work, the linear SVM, and the radial basis function-kernel
SVM models achieved their best performance, with a with
a Matthews Correlation Coefficient (MCC) of 0.92, 0.80,
and 0.83, respectively. The k-nearest neighbors and ran-
dom forest models achieved an MCC of 0.8 and 0.83,
accordingly, when using 200 genes. Furthermore, the
authors identified 10 classes with an accuracy of over 90%,
and achieved a mean MCC of 0.88 and a mean accuracy of
0.88, with the neural network classifier.

However, many DNNs, besides the known open chal-
lenges regarding their training setting [12], have a higher
tendency to overfit, which one can detect when apply-
ing the same architecture to unseen data (or to a held-out
test). Thus, our motivation focuses on exploring unsuper-
vised pre-training methods based on a lower-dimensional
latent representation with the usage of an autoencoder
(AE). This approach is grounded in the hypothesis that
(a) there is unessential information in high dimensional-
ity datasets, and (b) the acquisition and processing errors
potentially present in the dataset are discarded, contribut-
ing to a lower probability of overfitting [13]. Furthermore,
pre-training AEs and using the learned weights as priors
of the supervised classification task not just improves the
model initialization, but also often leads to better gener-
alization and performance [13]. This may be one of the
reasons why AEs are found to be the most predominant
strategy when analyzing RNA-Seq data [14].

To support our motivation and choices, we present
some works that include unsupervised training in their
methodologies. In [15], the authors designed a solu-
tion by combining a Multilayer Perceptron and Stacked
Denoising Autoencoder (MLP-SAE), aiming to predict
how good genetic variants can be a factor in gene expres-
sion changes. This model is composed of 4 layers (input,
two hidden layers from the AEs, and output, and trained it
to minimize the chosen loss function, the Mean Squared
Error (MSE). The authors started by training the AEs with
a stochastic gradient descent algorithm to later use them
on the multilayer perceptron training phase as weight ini-
tialization; cross-validation was used to select the best
model. The performance of the chosen model was com-
pared with the Lasso and Random Forest methods and
evaluated on predicting gene expression values for a dif-
ferent dataset. The authors concluded that their approach
(1) outperformed both the Lasso and Random Forest algo-
rithms (with an MSE of 0.2890 versus 0.2912 and 0.2967,
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respectively), and (2) was able to capture the change in
gene expression quantification.

The authors in [16] described a study of four differ-
ent methods of unsupervised feature learning — Principal
Component Analysis (PCA), Kernel Principal Compo-
nent Analysis (KPCA), Denoising AE (DAE), and Stacked
Denoising AE — combined with distinct sampling meth-
ods when tackling a classification task. The authors
focused on assessing how influential the input nodes are
on the reconstructed data of the AE’s output, when feed-
ing these combinations to a shallow artificial network
trained to distinguish papillary thyroid carcinoma from
healthy samples. The authors highlighted two different
results, in their 5-fold cross validation experiment: the
combination of a SMOTE [17] with Tomek links and a
KPCA, was the one with the best overall performance,
with a mean F; score of 98.12, while the usage of a DAE
achieved a mean F; score of 94.83.

In [18] presented a stacked sparse autoencoder (SSAE)
semi-supervised deep learning pipeline, applied to can-
cer detection using RNA-Seq data. By employing layer-
wise pre-training and a sparsity penalty, this approach
helps to capture more significant information from the
known high dimensionality of RNA-Seq datasets, using
the filtered information to the sequent classification task.
The SSAE model was tested on three different TCGA
RNA-Seq datasets — corresponding to lung, stomach, and
breast cancers) — with healthy and cancerous samples,
and compared it to four others classification methods:
an SVM, a Random Forest, a neural network (supervised
learning only), and a vanilla AE. The authors performed
5-fold cross validation and evaluated the model’s perfor-
mance through four metrics: accuracy, precision, recall,
and F; score. The results show that the semi-supervised
deep learning approach achieved superior performance
over the other considered methods, with an average F;
score of 98.97% across the three used datasets.

The authors in [19] developed a methodology for detect-
ing papillary thyroid carcinoma. They analyzed how the
usage of AEs as a weight initialization method affected
the performance of a DNN. Six types of AEs were con-
sidered: Basic AE, Denoising AE, Sparse AE, Denoising
Sparse AE, Deep AE, and Deep Sparse Denoising AE.
Before being integrated into the classifier architecture, all
AEs were trained to minimize the reconstruction error.
Subsequently, they were used to initialize the weights of
the first layers of classification neural network (meaning
that the AE layers become the top layers of the whole
classification architecture), using two different strategies
when importing the weights: (1) just the encoding layers,
and (2) all the pre-trained AE. Moreover, in the train-
ing phase, the authors studied two different approaches
when building the classifier: (a) fixing the weights of
the AE and (b) allowing subsequent fine-tuning of all
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the network’s weights. The authors used stratified 5-fold
cross-validation and evaluated the model through 6 dis-
tinct metrics: Loss, Accuracy, Precision, Recall, and F;
score. The authors reported that the overall best result
was achieved through a combination of Denoising AE,
followed by its complete import into the classification net-
work, and by allowing subsequent fine-tuning through
supervised training, yielding an F; score of 99.61.

In [20], the authors present a transfer learning method-
ology, in which the main goal is to explore whether
leveraging the information extracted from a large RNA-
Seq data repository, with multiple cancer types, leads
to extract important latent features that can help com-
plex and specific prediction tasks, such as identifying
breast cancer neoplasia. The authors used the TCGA
PanCancer dataset, which is composed of approximately
11,000 RNA-Seq gene expression examples of 33 distinct
tumor types. This data was split into two sets: breast can-
cer and non-breast cancer data. The non-breast data is
firstly used to train the three selected architectures for
this study: a sparse AE, a deep sparse AE, and a deep
sparse denoising AE models. Then, the breast data is
used to fine-tune the resulting AEs. After pre-training
these models, the authors aim to predict the breast tumor
intrinsic-subtypes, which is given by the PAM50 sub-
type information included in the clinical data included in
the PanCancer data. The extracted features from the AE-
based architectures are then fed as input to three different
machine learning classifiers, namely Logistic Regression,
Support Vector Machine, and a shallow Neural Network.
To assess the deep AEs performance as feature extraction
methods, the authors compared them to other classi-
cal feature extraction methods, combining them with the
classification algorithms previously mentioned: ANOVA,
Mutual Information, Chi-Squared, and PCA. A 10-fold
cross validation was performed, and all the combinations
were compared through the accuracy metric. The results
showed the deep sparse denoising AE performs best when
using the AE extracted features, where the combination
with a shallow neural network leads to the best overall of
90.26% (42.85).

In [21], Ferreira et al. used the same methodology
described in [19] to discriminate different types of cancer,
instead of distinguishing cancerous samples from healthy
ones. In this case, they aimed to identify thyroid, skin, and
stomach cancer correctly. Given that a Denoising AE was
the AE that lead to the best results in previous studies,
the authors chose to single it out, instead of the original 6.
The rest of the experiments remained the same: 2 strate-
gies for importing the pre-trained AE into the top layers
of the classifier, two approaches when training the classi-
fier to detect different types of cancer, same evaluation of
the obtained results. Although in a different domain, the
best outcome was reached with a combination of the same
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strategy and the same approach in the previous work [19],
with an F; score of 98.04, when identifying thyroid cancer.

Methods

We extend the previously described work in [21] by
assembling three different types of experiments, divided
into two main parts, where we use three different AEs
and five types of cancer samples. In the first one, we ana-
lyze the performance of a deep neural network (DNN),
using the same pipeline to identify different types of can-
cer. In the second part, we choose one of the used AEs
to assess how: (1) the variance of its latent vector dimen-
sion impacts the essential information capture and there-
fore possibly influencing the classifier’s performance, and
(2) different data imputation strategies can influence the
overall performance in the classification task. Moreover,
we study if the network architecture is correlated with
its overall performance, and how the model reacts when
training with a different data type dataset. We built this
pipeline in Python, using: the Numpy [22] and Pandas [23]
packages for the data preprocessing step; the Keras deep
learning library [24] running on top of TensorFlow and
the Scikit-Learn [25] package to train and evaluate the
models; and the Matplotlib [26] library for visualization.
Additionally, we used an NVIDIA GeForce RTX 2080 Ti
GPU, on a Ubuntu 18.04 operating system.

This section is organized as follows: “The data” subsec-
tion describes the used data and its inherent preprocess-
ing. “Autoencoders” subsection overviews the AEs con-
sidered to this study. “Methodology” subsection outlines
the pipeline, for each of the referred experiments. “Eval-
uation” subsection details how we evaluate the results to
provide statistical evidence. Finally, “Baseline” subsection
presents the established baseline results for all the used
datasets.

The data
In our experiments, we use two different types of data,
which are described in the subsections that follow.

RNA-Seq data
We used five different RNA-Seq datasets, from The Can-
cer Genomes Atlas (TCGA) [6], each representing a type

Table 1 Fiveinstances of the thyroid RNA-Seq dataset we have used

UBE2Q2P2 HMGB1P1T LOC155060 .. ZZZ3  TPTEP1 AKR1C6P
0 -1.6687 NA NA . -09478 -1.3739 NA
1 -1.1437 NA NA . -04673 -00166 NA
2 -09194 NA NA . 21918 -1.5856 NA
3 1.1382 NA NA 15512 -1.5897 NA
4 -03333 NA NA . 04926 -13379 NA

The first line (the header) contains the genes names, and the column values
represent its expression, sample-wise (except for the first column, which is the
sample ID). NA stands for missing value, for a particular gene and sample
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of cancer: thyroid, skin, stomach, breast, and lung. One
can find a sample of the described data in Table 1.
The datasets were downloaded from the cBioPortal [27],
which gathers cancer-related data from different projects,
including TCGA. To train DNNs, we need as many data as
we can get. Ergo, our first criterion was to choose cancer
types that had the highest number of examples. Addi-
tionally, we decided to gice priority to cancer types with
high mortality and high incidence rates. We use the same
thyroid, skin, and stomach datasets presented in [21],
alongside the lung and breast datasets. The data filtering
process in the cBioPortal comprised searching with the
keywords PanCancer, sorting the obtained results from
highest to lowest RNA-Seq examples, and finally selecting
the thyroid, skin, stomach, breast, and lung datasets.

All five datasets are composed of approximately 20
thousand features. Each column feature in these datasets
represents a specific gene, and the cell values for each col-
umn are the expression of that gene in a particular sample.
All the RNA-Seq data were normalized according to the
distribution based on all samples. The expression distri-
bution of a gene is estimated by calculating the mean and
variance of all samples with expression values, and dis-
carding zero’s and non-numeric values such as NA, Null
or NaN, which are substituted by NA [28]. With the five
datasets, we gathered 509 examples of thyroid cancer, 472
of skin cancer, 415 of stomach cancer, 1,083 of breast can-
cer, and 511 of lung cancer. We would like to emphasize
that this dataset is only a toy dataset since the data does
not fairly reflect the immense difficulty associated with
identifying cancer in a real scenario.

The preprocessing pipeline was executed for each RNA-
Seq dataset separately. Firstly, we removed the columns
that had only one value throughout all samples. When
a value is constant for all the examples, there is no
entropic value; with no value variation, one cannot infer
any information. In total, 2,056, 2,072, 1,993, 457, and
591 columns were removed on the thyroid, skin, stom-
ach, breast, and lung datasets, respectively. By default, we
attributed the remaining missing values (represented by
NA in the dataset, as observable in Table 1) with the mean
value of the column where the missing value is [29]. Fur-
ther normalization was not applied in the data. Finally, we
added the Label column, to link the instances to their type
of cancer, when training the classifier.

Since we aim to distinguish several cancer variations, we
test all cancers against each other, assigning the positive
value one to the class of interest, and zero to the remaining
ones. When detecting thyroid cancer, all thyroid examples
are labeled as one and the skin, stomach, breast, and lung
instances as zero, and henceforward.

After processing all the datasets, it is improbable that
the preprocessing phase removed the same columns in all
of them. To guarantee the same features describe all the
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samples, we intersect all the datasets and use the result
as our final dataset. Also, given that the breast cancer
datasets had almost the double of instances, we apply
downsampling and randomly select 500 breast cancer
examples, to keep the final dataset as evenly distributed
for all the cancers as possible. In the end, the resulting
dataset has approximately 3,000 instances and more than
17 thousand genes.

Data of features extracted from images

We use two datasets of two different diseases, composed
of features extracted from images: malaria and breast can-
cer. Since we aim to evaluate how well this methodology
generalizes, by using distinct types of data, we are now
able to gather evidence supporting this premise.

The malaria dataset was created by the Fraunhofer
AICOS institution, through the MalariaScope project
[30]. Their main goal is to develop low-cost solutions that
can provide fast, reliable, and accurate results on detect-
ing such disease, particularly in developing countries. In
[31], the authors thoroughly describe the feature extrac-
tion process, from thin blood smear images exclusively
acquired with smartphones. The resulting dataset is com-
posed of 26,839 samples and 1,058 features. These features
were normalized between [ —1, 1] via scaling and grouped
into three main groups: geometry, color, and texture.
From all the examples, approximately 8% contain malaria
parasites. Due to the high unbalance between Malaria
and Non-Malaria labels, we performed downsampling on
the Non-Malaria class, where we randomly selected 60%
examples. We decided to choose 60% instead of 50% due
to a wide variety of non-parasite artifacts. Once the sam-
ples were selected, and similarly to the preprocessing step
of the RNA-Seq data, we verify if there are features with
constant values and remove them if that is the case. Our
working malaria dataset has 5,906 instances (60% negative
and 40% positive) and 1,052 feature columns.

The Wisconsin Breast Cancer dataset [32] from the UCI
Machine Learning Repository is composed of 569 exam-
ples and 30 features. These features are computed from a
fine needle aspirate digitized image of a breast mass and
describe the cell nuclei characteristics present in those
images, such as texture, area, concavity, and symmetry.
From the 569 examples, approximately 60% are benign
samples, and 40% are malign ones. No under or oversam-
pling techniques were applied, since we do not find it to be
needed. As performed in the malaria data, we checked if
there were columns with constant values, for which there
were not. The data was used as is, with the proportions
and characteristics described above.

Autoencoders
An autoencoder (AE) [33] is an unsupervised feature
learning neural network, that aims to copy its input based
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on a lower dimensional representation. This type of archi-
tecture is able to extract features by reducing the dimen-
sion of its hidden layer [33], which helps the AE to focus
on capturing the essential features that best represent the
data.

Let the encoding and decoding functions of the AE be f
and g, parameterized on 6, and 0, respectively, where 6 =
0. U6, L being the loss function, and J the cost function to
be minimized. When learning, the AE aims to find value 0
that:

arg;nin](@;X) = L(X, go,(fo. (X)) (1)

penalizing the reconstruction of the input, given by X =
8o, (fo,(X)); the more distinct X is, the bigger the applied
penalty. When training an AE, we use Mean Squared Error
(MSE) as the loss function, and the Rectified Linear Units
activation function (ReLU) [34] for all its layers. Currently,
using ReLU as activation is the default recommendation,
when training neural networks [35]. Similarly, using MSE
as the loss function is a fairly common practice present in
the literature, when training AEs [15, 35-37].
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We use the AEs as a weight initialization technique
[38] since evidence supports that using “unsupervised pre-
training guides the learning towards basins of attraction
of minima that support better generalization from the
training dataset” [13]. Thus, we pre-trained them before
importing the encoding part or all their layers to the
classification neural network.

Basic autoencoder (AE)

The simplest AE has only one hidden layer. This type of
AE learns through the optimization cost function pre-
sented in Eq. 1. With the combination of linear activations
(ReLU) and the MSE loss function, these AEs behave sim-
ilarly to the Principle Component Analysis (PCA) method
— when trained with an MSE, an AE learns the principal
subspace of the training data, consequentially [35].

Denoising autoencoder (DAE)

A Denoising AE (DAE) [39] aims not just to reproduce the
input, but also to keep its information intact to undo the
effect of an intentional corruption process applied to the
original data. Its cost function can be described by:

Trained during classification,
without tunning the weights
from the AE. There can be
as many as D layers (and any
other type) as wanted.

Classifier

fully connected layer, and O the output of the classifer

Strategy | 1 Strategy |l
Import only the | Complete import
encoding layers E of the full AE.
|
I
Approach A Approach B
. . T ® T Trained
Trained independently .
and then fixed AE 1nd.eger'1d.e.n t!y f(?r
weight initialization

(D)

Fig. 1 Overall pipeline of our experiments. This figure illustrates the chosen metodology for our work. Firstly, we pre-train the autoencoders (AEs),
before embedding them to the top layers of the classification network, fullfilling either Strategy 1 (import only the encoding layers from the AE) or
Strategy 2 (import the complete AE). Each of the full assembled architectures is then trained to detect one of the 5 cancer types, in the input data.
The training process can follow two different approaches, regarding the imported weights of the AEs: (A) fixing them or (B) allowing subsequent
fine-tune. / represents the input layer, £ the encoding \ayer,7the output layer of the AE; at the classification region of the network, D represents the

Trained during classification,
allowing subsequent fine-
tuning of the layers
initialised by AE

() Fullfilling Strategy 1 or 11
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argmin J (6; X) = L(X, gg, (fy, (X)) ()
6

where X is a copy of the input X, intentionally corrupted
by a sort of noise [35]. To simulate a form of Bernoulli
Noise [40], we apply a Dropout layer, immediately after the
input layer, where 10 of the connections are randomly cut.

Sparse autoencoder

Similarly to a DAE, a Sparse AE (SAE) learning process
also has two main goals: (1) minimizing the reconstruc-
tion error when aiming to copy the input data, and (2)
applying a sparsity penatly (represented by Q to the
parameters involved in the encoding part:

argmin J(8,X) = L(X, gy, (fo, (X + 1 - 2(6))) (3)
0

Although it also tries to reproduce X, an SAE can
address unique statistical features of the dataset it has
been trained on [35, 41]. To deliver that sparsity element,
we use an L1 penalty, with a A of 107>,

Methodology

We have adopted the methodology described in [19],
which was also used in [21]. Our experiments consist of
an analysis of the performance of a DNN, trained to clas-
sify different cancer types, studying how three different
factors may impact the network performance:

1. The top layers, where we use three different AEs as
weight initialization;

2. The dimension of the latent vector of the AEs, that
means the encoding layer size;

3. The imputation technique, to replace missing data
when preprocessing the datasets.

For all these, we follow the same pipeline (see Fig. 1). For
each experience, we start by pre-training a different AE to
minimize the reconstruction error, before importing them
into the top of the classification architecture. When doing
so, we choose one of the two strategies considered for this
study: (1) add just the encoding layers, or (2) add all the
pre-trained AE. After the embedding of the AE to the top
layers, we consider two different approaches in the train-
ing process: (A) fixing the imported weights of the AE
layers, and (B) by allowing them to be fine-tuned, during
the model training for the classification task.

With the complete architectures (AE as the top part of
the classification network) assembled, we train each one
to distinguish:

e The RNA-Seq input data as one of 5 cancers, namely

thyroid, skin, stomach, breast, and lung;

e The malaria input data as Malaria or Non-Malaria;

e The breast masses input data as Malign or Benign.
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Besides the top layers imported from the AE, the clas-
sification part of the full architecture is composed of a
Batch Normalization layer [42], followed by two Fully
Connected layers with a ReLU [34] activation. Since we
aim to detect one type of cancer at the time, the last layer
— the predictive one — is a single neuron layer with a
Sigmoid non-linearity [43]. This activation considers that
if the probability of the classification is lower than 0.5,
the sample is classified as negative (that is not having the
disease); otherwise, the sample is classified as positive.

To assess the following experiments, we decided to only
use the AE that achieved the best results in the first
experiments. For points (2) and (3), we try three differ-
ent dimensions: 64, 32, and 16. For the data imputation
study, we use three strategies: replacing the data with
(a) the mean column value (used as default), a constant
value (in this case, zero), and (b) with the most frequent
value.

Furthermore, we want to study if when using Strategy
2 (importing the complete AE into the classification net-
work) the model yields better results just because it has
one more layer and, therefore, more parameters to train.
To observe if the classifier is better only by being deeper,
we pre-trained the AE and, at the embedding step for
Strategy 1, we add a decoder layer, with all its weights
randomized, guaranteeing that there are no discrepancies
concerning the network’s topological complexity, for both
strategies.

Finally, we want to assess how the pipeline behaves
when dealing with different data types, besides RNA-
seq entries. Hence, we apply the same methodology
to the image extracted features datasets described in
“The data” section, to assess if the model can adapt and
generalize well to these data characteristics.

Evaluation

We use stratified 10-fold cross-validation, to ensure and
provide statistical evidence. The AEs are trained during
300 epochs, and the classifier during 500 with a batch
size of 100. The classification model is trained with the
binary cross-entropy loss function [35] and with an Adam
optimizer [44]. Furthermore, we assess the overall perfor-
mance of the model in the training and validation sets,
by analyzing five more metrics: Accuracy, Matthews Cor-
relation Coefficient (MCC) [45], Precision, Recall, and F;
score, and provide the Receiving Operator Curve, with the
respective Area Under the Curve (ROC-AUC), and the
Precision-Recall Curve.

Furthermore, to study how the model generalizes to
unseen data during the training phase, we evaluate the
performance of the best architecture combination on a
held-out test set, for the Malaria and the Wisconsin Breast
Cancer datasets. For both, and separately, we use a ratio of
one third to create two new splits. Therefore:
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Table 2 Baseline results for cancer detection, using a Fully Connected Neural Network (the classification architecture, without the AE

as top layers)

Accuracy (%) MCC Precision (%) Recall (%) Fq score
Thyroid 80.00 £10.92 023 £0.13 5542 £32.18 26.07 £27.31 26.04 £16.31
Skin 84.67 £4.95 0.46 £0.12 62.08 £20.86 54.15 £20.82 51.15£14.76
Stomach 8133 £1147 027 £0.18 56.66 £32.34 33.85£27.06 30.94 £17.66
Breast 85.60 £2.07 0.34 +0.16 80.95 £21.33 2560 £17.51 33.99 £19.01
Lung 7713 £1259 0.21 +0.18 39.90 £37.04 33.73 £35.76 2525 £2247

All the presented results are the 10-fold cross-validation mean values, at the validation set, by selecting the best performing model according to its f; score

e The Malaria train and test sets are composed of 3957
and 1949 examples, respectively;

e The Wisconsin Breast Cancer train and test sets are
composed of 381 and 188 examples, respectively.

We performed a stratified split, meaning that we pre-
serve the distribution of the label in both the train and
test sets. With the training set, we followed the same
stratified cross-validation strategy described above. The
performance on the held-out set was assessed through the
same metrics as well.

Baseline

To support our claim that using AEs as weight initial-
ization improves a DNN performance, we defined three
different baselines, for each of the used datasets.

For the RNA-Seq data, we established as baseline the
results from the classification part of our methodology,
without the top layers of the AEs. The baseline model was
trained under the circumstances described in the previous
section. The results of such experiment can be found in
Table 2, where the best overall performance was achieved
when classifying skin cancer, with a mean Fy score of 51.15%.

We further added another baseline for the RNA-Seq
datasets, where we use a simple AE with random and fixed
weights, with the intent of discarding the possibility of

our pipeline yielding better only because its classification
architecture is slightly deeper. These baseline results are
presented in Table 3 and will be later assessed in this
paper, in the Results and discussion section.

For the malaria dataset, we consider two results of two
different approaches, applied to the same domain. Firstly,
in [31], the authors used a support vector machine (SVM)
to automatically classify each species-stage combination
of the malaria parasite. The authors studied the SVM
hyperparameters and their influence on the classifier’s
performance. When considering F; score, this classifier
performance ranged from 18.8% to 87.4%, considering
all the malaria parasite species-stage combinations. Sec-
ondly, in [46] a 5-class MobileNet v2 convolutional neu-
ral network was used to directly classify the thin blood
smears images. The chosen architecture presented an F;
score of 53% when detecting parasites from artifacts.

For the Wisconsin Breast Cancer dataset, we chose as
baseline the work presented in [47], where the authors
studied different machine learning algorithms, combined
with a Principal Component Analysis (PCA) to detect
tumorous and non-tumorous samples on this dataset. Fur-
thermore, they compared their best top 3 models with
some state-of-the-art models. Their overall best was the
combination a Naive Bayes with a Sigmoid PCA, with an
F1 score of approximately 97%.

Table 3 Baseline results for cancer detection, using a vanilla AE with random weights

Top Layers (AE) Accuracy (%) MCC Precision (%) Recall (%) Fscore (%)
Thyroid AE: Encoding Layers 83.03 £2.17 0.16 £0.16 5246 £38.70 15.10 £18.39 18.80 £19.71
AE: Complete AE 93.07 £1.52 0.76 £0.04 81.12£941 79.58 £8.46 79.57 £3.87
skin AE: Encoding Layers 82.87 £2.77 023 £0.10 4346 £10.55 25.00 £9.75 30.98 £9.73
AE: Complete AE 87.47 +£4.28 0.54 £0.06 64.80 £12.79 59.79 +£9.38 60.55 £5.11
Stomach AE: Encoding Layers 84.63 £2.41 0.19 £0.06 42.11 £9.80 1733 £7.71 2290 £7.37
AE: Complete AE 87.40 £2.68 047 £0.10 55.77 £10.29 51.66 +8.72 53.24 £833
Breast AE: Encoding Layers 82.13 +£4.16 0.22 £0.10 53.51 £20.92 20.60 £12.96 2594 +13.06
AE: Complete AE 87.00 £1.58 0.52 £0.04 62.81 £7.03 57.80 £6.29 59.70 £3.35
Lung AE: Encoding Layers 81.60 £1.26 0.15£0.07 40.78 £11.11 14.88 £8.74 2045 £9.95
AE: Complete AE 85.30 £3.50 0.50 £0.06 59.78 £11.76 59.11+£9.72 57.99 £4.88

All the presented results are the 10-fold cross-validation mean values, at the validation set, by selecting the best performing model according to its F; score
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Results and discussion

Autoencoders as weight initialization can efficiently
predict diseases when applied to different biological
and feature-extracted data. Given the results, one tends
to assume that the methodology originally presented in
[19] generalizes to different data and problems. This work
can be seen as another empirical proof supporting this
premise. We outperform the results of Ferreira et al.
[21] and the baseline results presented in Tables 2 and
3; our best performance was achieved by combining the
pre-trained AE encoding layers import to the upper lay-
ers (Strategy 1) of the deep classification network and
allowing subsequent fine-tuning (Approach B), with an
F;1 score of 99.03 and an MCC of 0.99, when distin-
guishing thyroid from the other cancer types (and an
average F; score of 98.27%, when considering all can-
cer classifications). The various networks combinations
also achieved very high results for each cancer type, as
observable in Table 4. Furthermore, our methodology
outperformed the established baselines for both image-
based features datasets. The best overall performances
were:

Page 9 of 18

e The combination of the pre-trained DAE encoding
layers import to the upper layers (Strategy 1) of the
deep classification network and allowing subsequent
fine-tuning (Approach B), with an F; score of 89.95%
and an MCC of 0.84, on the Malaria dataset (as
highlighted in Table 5);

e The combination of the pre-trained AE encoding
layers import to the upper layers (Strategy 1) of the
deep classification network and allowing subsequent
fine-tuning (Approach B), with an F; score of 98.84%
and an MCC of 0.98, on the Wisconsin Breast Cancer
dataset, (as shown in Table 6).

With these results, there is evidence that this methodol-
ogy can generalize to other types of data and tasks.

Subsequent model fine-tuning (Approach B) leads to
better results than fixing the weights (Approach A).
Similarly to [19], it was clear that, with the new data, our
results for all the experiments in the three datasets sup-
port that allowing the imported weights of the AEs to be
fine-tuned in the training phase gave better results than

fixing them.

Table 4 Performance comparison when using each of the 3 AEs — Basic AE, Denoising AE and Sparse AE — and for each type of cancer

Top Layers (AEs) Accuracy (%)  MCC Precision (%)  Recall (%) Fy score
Fixing the AE weights (Approach A)
AE: Encoding Layers 91.80£334 0.72+£0.11 76.06 £11.72 7898 £12.01 76.64 +£898
AE: Complete Autoencoder 9490 £156  0.82£0.06 84.13 £5.00 86.43 £6.63 85.32 £4.57
Thyroid DAE: Encoding Layers 87.63£349  0.57£0.09 6741 £1233 6348 £18.10 63491942
DAE: Complete Autoencoder 9403 £1.06  0.79 +0.04 81.79 £4.60 84.37 £4.87 83.11 £2.73
SAE: Encoding Layers 8793 £266 0574014 6543 £7.70 64.25£2235 6241 £1432
SAE: Complete Autoencoder 9267 £1.96  0.75+0.06 77134876 8251 +457 79424472
AE: Encoding Layers 90.77 £352 063 £16.17 7471 £1354 6140%£17.15 66.83£15.08
AE: Complete Autoencoder 9240 £2.65 069 £0.12 80924921  6735+£1336 73.12+£11.00
Skin DAE: Encoding Layers 85.07 £4.16 042 +£0.16 56.22 £1642 47.02+1801 4876 +14.72
DAE: Complete Autoencoder 8943 £132  0.58 +0.06 6942 £5.65 60.15 £8.18 63.98 £5.04
SAE: Encoding Layers 7927 £3.70  0.07 £5.71 3349 £2549 1379+£7.76 16.11 £8.02
SAE: Complete Autoencoder 8583 +£2.04 045 £0.07 56.34 £7.81 49.57 £6.24 5242 £5.64
AE: Encoding Layers 91.60 £1.91 0.62 £0.09 76.09 £9.45 5807 £1087 65.35+£8.96
AE: Complete Autoencoder 94.00+£147  0.74 £0.07 8345 4834 7156 £6.24 76.78 £542
Stomach DAE: Encoding Layers 86.50+£433  033£0.16 643542275 2746+1298 3493 £15.68
DAE: Complete Autoencoder  91.03 +£1.57  0.58 £0.08 74.03 £7.85 5491 £9.42 62.61 £7.69
SAE: Encoding Layers 8593 %134 0.16+£0.11 4824 £2525 11.06 £6.73 1749 £9.35
SAE: Complete Autoencoder  89.87 £2.06  0.56 £8.23 66.10 £9.38 57.09 £6.33 61.02 £6.82
AE: Encoding Layers 88.40+£552 0594017 6839£19.13 6480£1084 6591 %1372
AE: Complete Autoencoder 9177 £3.13 069 £0.12 8057 £11.79 6700£11.24 7291 £10.86
Breast DAE: Encoding Layers 8353+£1.74 0254014 5139+£2504 2560+£1557 31.23£17.51
DAE: Complete Autoencoder  87.304£190 053005  6343+7.13  5860+517  60.67 £4.58
SAE: Encoding Layers 79.734£386  002£005 980+1248  3.00+£3.16 411 £4.09
SAE: Complete Autoencoder  84.07 £240 041 +0.07 53.13 £8.05 47.80 £4.85 50.13 £5.62
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Table 4 Performance comparison when using each of the 3 AEs — Basic AE, Denoising AE and Sparse AE — and for each type of
cancer (Continued)

AE: Encoding Layers 8597 £7.00 054+£0.13 6500+£1754 61.25£1230 60.94 +£11.01
AE: Complete Autoencoder 9093 £2.56 067 £0.09 7728 £943 6690+826 71.51£7.94
Lung DAE: Encoding Layers 81.77 £3.17 0.25%0.13 457042530 2838 £16.21 32.15+£15.21
DAE: Complete Autoencoder 85.73 £3.28 049 4+0.09 6030+9.76 5340+749 5621 +744
SAE: Encoding Layers 79.70+£3.66  0.11 £0.08 23.94 +£30.04 4.88 +3.81 713527

SAE: Complete Autoencoder 83.23 £259 040 40.09 51334762 4933 +£10.08 49.83+7.52
Fine-Tuning the AE Weights (Approach B)

AE: Encoding Layers 99.67 +0.42 0.99 £0.01 98.29 +2.09 99.80 +0.62 99.03 +1.21
AE: Complete Autoencoder  99.67 £022 099 £0.01 9922 £1.00 9882+1.02 99.02 £0.65
Thyroid DAE: Encoding Layers 99.57 £0.55 0994002 97.77+3.08 99.80+0.62 98.75=+1.56
DAE: Complete Autoencoder 99.60 £0.38 099 £0.01  99.22+£1.01 98424205 9881 +1.15
SAE: Encoding Layers 9547 £101 0854002 8098+476 9647 +331 87.90+220
SAE: Complete Autoencoder 9773 £0.52 093 4+0.02 89394269 9843 +£203 93.65+141
AE: Encoding Layers 99.50 £0.32 098001 98124152 98734148 9845+£1.01
AE: Complete Autoencoder  99.33 £0.57 097 £0.02 9935+£145 9641 +£299 97.84+184
Skin DAE: Encoding Layers 9930 £0.51 097 +£002 97524212 9809+£234 97.78+1.62
DAE: Complete Autoencoder 99.50 0.53 098 +0.02 9958 £0.89 9724 £348 9836 +1.77
SAE: Encoding Layers 9580 £1.18 0844005 93234506 79434722 85514438
SAE: Complete Autoencoder 97.53 +£1.08 0.90 +£0.05 9576 £2.83 8837 +£7.12 91.74+£3.94
AE: Encoding Layers 9943 £039 0984171 9821170 9783+136 97.98+136
AE: Complete Autoencoder  99.17 £0.59 097 £0.02 9760+1.98 9639 +4.24 96.93 +£2.26
Stomach DAE: Encoding Layers 9933 £047 097002 97844210 97354239 9757 +£1.72
DAE: Complete Autoencoder 99.23 £0.57 097 £0.02 9808 £1.90 96.35+386 97.16 £2.16
SAE: Encoding Layers 9560 £0.81 0.81 £0.04 9333+£392 7372+£7.08 82124396
SAE: Complete Autoencoder 9737 £0.55 089 +289 96.08 £3.01 84564490 89.83 £243
AE: Encoding Layers 9933 £0.52 0984002 97854232 98204148 98.01 +1.55
AE: Complete Autoencoder  9930£037 0984001 99.00+1.06 96.80+235 97.87+£1.15
Breast DAE: Encoding Layers 9920 £065 0974002 97834254 9740190 97.60+1.95
DAE: Complete Autoencoder 99.23 £0.52 097 £0.02 98604208 96804169 97.68 £1.57
SAE: Encoding Layers 96.70 £1.24 0.89+005 95294478 84604647 8945+4.14
SAE: Complete Autoencoder 9740 £1.12 090 £0.04 9578 £4.02 8840+4.79 91.87 £3.52
AE: Encoding Layers 99.27 £0.83 097 £0.03 97344308 9844 +£2.02 9787 +£240
AE: Complete Autoencoder  99.23 £045 097 £0.02 9883 +£1.63 9667 £246 9771 £134
Lung DAE: Encoding Layers 99.00 £0.75 0964003 96894227 97264265 97.06=+223
DAE: Complete Autoencoder 9927 £0.52 097 £0.02 97954269 97.8543.12 9787 +1.58
SAE: Encoding Layers 9527 £143 0824006 90.69+464 8061672 8521478

SAE: Complete Autoencoder 97.00 £0.96 089 +0.04 93.65+256 88444536 90.88 £3.19

When measuring loss, lower is better. For all the remaining metrics, higher is better. All the presented results are the 10-fold cross-validation mean values, at the validation
set, by selecting the best performing model according to its F; score. The highlighted values correspond to the combination that led to the overall best result (detecting
thyroid cancer, importing only the encoding layers a Basic AE into the classification network, and allowing subsequent fine-tune, when training for the classification task)

There is high evidence supporting that importing  Strategy 2, for all the combination except when using an
only the encoding part of the AE leads to good results. SAE. Regarding Approach B, all combinations achieved
According to the results in Table 7, and considering quite close results for all the performed experiments.
Approach A, the Strategy 1 of embedding with extra  Thus, one can argue that less complex models can achieve
random decoding yielded better results in comparison to  better results, similar to what was concluded in [21].
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Table 5 Performance comparison when using each of the 3 AEs — Basic AE, Denoising AE and Sparse AE — and for malaria detection

Top Layers (AE) Accuracy (%) MCC Precision (%) Recall (%) F1 score
AE: Encoding Layers 62.82 £0.60 0.03 £0.04 66.17 £41.60 1.90 £3.97 332 +649
AE: Complete Autoencoder 62.73 £0.45 0.03 £0.04 53.97 £34.95 2124423 3.66 +6.72
Approach A DAE: Encoding Layers 62.50 £0.07 0.00 £0.00 0.00 £0.00 0.00 £0.00 0.00 +0.00
DAE: Complete Autoencoder 62.50 £0.07 0.00 £0.00 0.00 £0.00 0.00 £0.00 0.00 £0.00
SAE: Encoding Layers 6221034 -0.01 £0.02 13.17 £17.36 0.234+032 044 £0.63
SAE: Complete Autoencoder 62.51 £0.07 0.21 £0.65 10.00 £31.62 0.05 £0.14 0.09 £0.28
AE: Encoding Layers 91.28 £1.17 0.82 £0.02 87.41 £2.69 89.84 £3.32 8853 £1.58
AE: Complete Autoencoder 9143 £1.21 0.82 £0.02 88.12 £2.37 89.25 £2.21 88.66 £1.58
Approach B DAE: Encoding Layers 92.36 +£0.46 0.84 +£0.01 88.91 +2.14 91.11 £2.49 89.95 +0.61
DAE: Complete Autoencoder 92.18 £0.83 0.84 £0.02 88.54 £2.33 91.19 £1.68 89.78 £1.00
SAE: Encoding Layers 6221 £0.34 -0.01 £0.02 13.17 £17.36 0.23+032 0.44 £0.63
SAE: Complete Autoencoder 6251 £0.07 0.01 £0.01 10.00 £31.62 0.05+0.14 0.09 £0.28

All the presented results are the 10-fold cross-validation mean values, at the validation set, by selecting the best performing model according to its f; score. The first row
presents the results for Approach A, where we fix the resulting weights of the AE pre-training; the second one shows the results for Approach B, where we allow the
subsequent fine-tuning of all the weights of the model. The highlighted values correspond to the combination that led to the overall best result importing only the
encoding layers a Denoising AE into the classification network, and allowing subsequent fine-tune, when training for the classification task)

There is no evidence of overfitting, considering the
additional experiments with held-out test sets. Accord-
ing to the results in Table 8, which are representative of
the models’ evaluation on two distinct held-out test sets,
one can affirm that our models generalize well to new
data. The results in the test phase were similar to the
ones on the validation sets in the training phase (a differ-
ence of approximately 3% and 2% respectively, for both the
Malaria and the Wisconsin Breast Cancer data), meaning

also that the models do not seem to overfit the training
data.

Changing the AE latent vector dimension has
more impact when fixing the AE pre-trained weights
(Approach A) than when fine-tuning all the weights
(Approach B). When varying the latent vector dimen-
sion, the 3 tested dimensions achieved lower results
than the encoding layer size used as default when
analyzing Approach A (Fixed Weights). However, when

Table 6 Performance comparison when using each of the 3 AEs — Basic AE, Denoising AE and Sparse AE — and for breast cancer

detection, on the UCI's Wisconsin Breast Cancer dataset

Top Layers (AEs) Accuracy (%) MCC Precision (%) Recall (%) Fy score
AE: Encoding Layers 97.54 £2.06 0.95 £0.04 98.67 £2.92 94.81 £5.20 96.60 £2.90
AE: Complete Autoencoder 96.49 £2.62 0.93 £0.05 96.83 £3.71 93.83 £7.12 95.11 £3.93
Approach A DAE: Encoding Layers 9543 £3.81 0.90 £0.08 9838 £3.48 89.13 £8.73 93.36 £6.05
DAE: Complete Autoencoder 9332 +£378 0.86 £0.08 98.19 £2.93 83.46 £8.52 90.09 +5.98
SAE: Encoding Layers 97.19 £2.22 0.94 £0.05 97.69 £3.15 94.81 £5.20 96.14 £3.13
SAE: Complete Autoencoder 97.02 £2.35 0.94 £0.05 97.70 £2.42 94.31 £7.03 95.80 £3.64
AE: Encoding Layers 99.12 +1.24 0.98 +£0.03 98.71 +2.86 99.05 +2.01 98.84 +1.59
AE: Complete Autoencoder 98.60 £1.38 0.97 £0.03 97.75 £2.38 9857 £3.21 98.11 £1.91
Approach B DAE: Encoding Layers 97.72 £2.62 0.95 £0.06 98.08 £2.50 95.74 £6.13 96.81 £3.83
DAE: Complete Autoencoder 97.19 £2.64 0.94 £0.06 96.39 £4.57 96.23 £4.91 96.22 £3.62
SAE: Encoding Layers 97.19 £2.22 0.94 £0.04 96.15 £5.24 96.71 £3.19 96.31 £2.78
SAE: Complete Autoencoder 96.66 £2.10 0.93 £0.04 97.66 £3.28 9344 £547 95.39 +£2.96

All the presented results are the 10-fold cross-validation mean values, at the validation set, by selecting the best performing model according to its F; score. The first row
presents the results for Approach A, where we fix the resulting weights of the AE pre-training; the second one shows the results for Approach B, where we allow the
subsequent fine-tuning of all the weights of the model. The highlighted values correspond to the combination that led to the overall best result (importing only the
encoding layers a Basic AE into the classification network, and allowing subsequent fine-tune, when training for the classification task.)
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Table 7 Performance comparison when adding a decoder layer with random weights when using Strategy 1 (importing only the
enconder part of AE), for each of the 3 AEs — Basic AE, Denoising AE and Sparse AE — for breast cancer detection, with RNA-Seq input

Top Layers (AEs) Accuracy (%) MCC Precision (%) Recall (%) Fq score
AE: Encoding Layer (n=2) 88.40 £5.52 0.59 £0.17 68.39 £19.13 64.80 £10.84 6591 £13.72
AE: Complete Autoencoder 91.77 £3.13 0.69 £0.12 80.57 £11.79 67.00 £11.24 7291 +£10.86
AE: Encoding Layer (n=3) 9253 +2.25 0.72 £0.09 80.75 £7.45 723141129 76.50 £8.12
DAE: Encoding Layer (n=2) 83.53+1.74 0.25+0.14 5139 +£25.04 25.60 £15.57 31.23 £17.51
Approach A DAE: Complete Autoencoder 8730 +£1.90 0.53 £0.05 6343 £7.13 58.60 £5.17 60.67 £4.58
DAE: Encoding Layer (n=3) 87.47 £2.81 0.57 £0.08 62.88 £10.52 68.00 £8.99 64.51 £6.24
SAE: Encoding Layer (n=2) 79.73 £3.86 0.02 £0.05 9.80 £12.48 3.00+£3.16 4.11 £4.09
SAE: Complete Autoencoder 84.07 £2.40 041 £0.07 53.13 +£8.05 47.80 £4.85 50.13 £5.62
SAE: Encoding Layer (n=3) 7633 £891 0.36 £0.11 41.26 £12.14 62.20 £12.80 47.83 £830
AE: Encoding Layer (n=2) 9933 +0.52 0.98 £0.02 97.85+2.32 9820 £1.48 98.01 £1.55
AE: Complete Autoencoder 99.30 +£0.37 0.98 £0.01 99.00 +£1.06 96.80 £2.35 97.87 £1.15
AE: Encoding Layer (n=3) 99.17 £0.53 0.97 £0.02 9843 +£1.98 96.60 £3.27 97.46 £1.65
DAE: Encoding Layer (n=2) 99.20 +0.65 0.97 £0.02 97.83 £2.54 9740 £1.90 97.60 £1.95
Approach B DAE: Complete Autoencoder 99.23 +£0.52 0.97 £0.02 98.60 £2.08 96.80 £1.69 97.68 £1.57
DAE: Encoding Layer (n=3) 99.33+0.38 0.98 £0.01 99.20 +£1.40 96.80 £1.69 98.02 £1.08
SAE: Encoding Layer (n=2) 96.70 £1.24 0.89 £0.05 9529 +4.78 84.60 £6.47 8945 £4.14
SAE: Complete Autoencoder 9740 +1.12 0.90 £0.04 95.78 £4.02 88.40 £4.79 91.87 £3.52
SAE: Encoding Layer (n=3) 9727 £0.64 0.90 £0.02 93.58 +£1.91 89.80 +£3.71 91.61 £2.09

The first row presents the results for Approach A, where we fix the resulting weights of the AE pre-training; the second one shows the results for Approach B, where we allow
the subsequent fine-tuning of all the weights of the model. All the presented results are the 10-fold cross-validation mean values, at the validation set, by selecting the best
performing model according to its F; score. n represents the number of layers of the encoder

analyzing Approach B (Fine-Tuning Weights), the results
in Table 9 show no significant variation in the DNN per-
formance, for both the embedding AE strategies, with
a F; score variation of 1% to 3%, comparing with the
default size experiment. In Approach A (Fixing Weights),
the performance difference was more significant, with
the F; score decreasing nearly 20% with a latent vector
dimension of 64, and approximately 60% with a dimension
of 16, for Strategy 1.

There is no evidence supporting a conclusion on
which is the best data imputation strategy. After the
imputation strategy experiment, the results pointed out
that the mean strategy led to the highest performance
in the classification task when considering Approach B.
However, one can observe in Table 10 that the mode strat-
egy vielded better results for Approach A, but all the other
imputation strategies achieved similar results. Hence, we
cannot affirm that there is a particular strategy that leads

Table 8 Performance comparison when using the vanilla AE on two held-out test sets (Malaria and Wisconsin Breast Cancer,

respectively)

Top Layers (AEs) Accuracy (%) MCC Precision (%) Recall (%) Fy score
M: Encoding Layers 91.21% £1.56% 0.81 +0.03 86.61% £3.77% 90.84% £2.91% 88.59% +1.86%
Train M: Complete Autoencoder 90.19% £2.08% 0.80 +0.04 85.29% £4.69% 89.69% +2.83% 87.33% £2.33%
WBC: Encoding Layers 98.69% £1.38% 0.97 £0.03 99.37% +1.98% 97.14% £3.69% 98.20% +1.91%
WBC: Complete Autoencoder 97.90% £2.07% 0.96 +£0.04 95.54% £5.18% 99.29% =£2.26% 97.28% £2.65%
M: Encoding Layers 89.64% 0.78 90.02% 81.40% 85.49%
Test M: Complete Autoencoder 86.10% 0.70 82.86% 79.34% 81.06%
WBC: Encoding Layers 97.34% 0.95 99.99% 92.86% 96.30%
WBC: Complete Autoencoder 95.74% 0.91 98.44% 90.00% 94.03%

The presented results in the first row (Train) are the 10-fold cross-validation mean values, at the validation set, by selecting the best performing model according to its f;
score. The second row (Test) gathers the results when evaluating the models on the testing phase. For both datasets, two thirds of the data were used in the training phase,
and one third as the held-out in the test phase. M represents the Malaria dataset, and WBC the Wisconsin Breast Cancer one
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Table 9 Performance comparison of the classifier, for the Basic AE, when varying the dimension of its latent vector, in the RNA-Seq input

Dim Top Layers (AEs) Accuracy (%)  MCC Precision (%)  Recall (%) Fy score
Fixing the AE weights (Approach A)
198+ AE: Encoding Layers 8840 +5.52 059+£0.17 6839+£19.13 6480+£1084 6591 £13.72
AE: Complete AE 91.77 £3.13 069£0.12 8057 £11.79  67.00£11.24 7291 £10.86
64 AE:Encoding Layers ~ 84.83 £3.05 037£0.13  59.08+1504 3640£11.23 44.12+£1052
AE: Complete AE 8837 £3.61 056 £0.14 6758+1326 5920£1096 6294 £11.39
3 AE: Encoding Layers  84.10 +2.12 022 £0.16 5476+£2042 1560+£1420 22.55+£17.08
AE: Complete AE 86.13 £2.34 048 £0.09  59.22 £6.90 54.00 £10.20  56.23 £8.17
16 AE: Encoding Layers  83.87 +£0.67 0.09+£0.10  43.75 44760 440 £5.95 7.66 £9.82
AE: Complete AE 84.17 £3.23 042 +0.12 529541105 5000=£11.89 51.04£10.61
Fine-Tuning the AE Weights (Approach B)
I~ AE:Encoding Layers 9933 +052 0984002  97.85+232 9820 £1.48 98.01 £1.55
AE: Complete AE 9930+£037  098+001 99.00 £1.06 96.80 £2.35 97.87 £1.15
64 AE:Encoding Layers 9943 +£050 0984002  97.86 +£2.12 98.80 £1.69 9831 £1.49
AE: Complete AE 99.30 £0.29 0.97 £0.01 98.62 +£1.61 97.20 £2.15 97.88 £0.90
3 AE: Encoding Layers  99.03 £0.55 097 £0.02 9723 +£2.12 97.00 £2.54 97.09 £1.67
AE: Complete AE 99.07 £0.54 097 £0.02 9859 £1.35 95.80 £3.46 9713 £1.71
16 AE: Encoding Layers  98.80 +0.74 096 £0.02  96.51 £3.53 96.40 £1.84 96.42 £2.16
AE: Complete AE 98.70 £0.43 0954001 97.78 +£1.99 94.40 £2.63 96.02 £1.33

The experiment pipeline remains the same, under the same evaluation metrics. The Dim column represents the latent vector dimension. The * symbol represents the

dimension used as default

to better classification results. Further studies should be
considered on the RNA-Seq data preprocessing step to
support this claim.

It is possible to observe the complete results for all the
experiments in Tables 2, 3,4, 5, 6, 7, 8, 9 and 10, and also
in Figs. 2, 3 and 4. Since detecting thyroid cancer with

the Basic AE’s encoding part initialization was the com-
bination with the best overall results, for the experiments
summarized in Tables 7, 8, 9 and 10 and Figs. 2, 3 and 4
we used that specific AE to assess if there were changes
in the classification network performance. However, due
to space constraints, we opted to only present the results

Table 10 Performance comparison of the classifier, for the Basic AE, when changing the imputation strategy at the data preprocessing

step

Strategy Top Layers (AEs) Accuracy (%)  MCC Precision (%) Recall (%) Fq score

Fixing the AE weights (Approach A)

Mean* AE: Encoding Layers 8840 +5.52 059+0.17 6839419.13 6480+£10.84 6591 +13.72
AE: Complete AE 91.77 £3.13 069+012 805741179 6700+£11.24 7291 £10.86

v AE:Encoding Layers  91.93 +£2.13 069+0.10 7943 £6.20 6940 £1096  73.81 £8.14
AE: Complete AE 9323 £1.99 0.74 £0.08 83414585 74.20 £9.59 7831 £6.95

VIV AE: Encoding Layers 9250 +2.36 071 £0.10 8260 +7.41 7000+£1340  75.16+£923
AE: Complete AE 9327 £1.71 0.74 £0.07 8497 £4.01 7240 £9.74 7791 £6.54

Fine-Tuning the AE Weights (Approach B)

Mean* AE: Encoding Layers 9933 +0.52 098 +002 97854232 9820 £1.48 98.01 £1.55
AE: Complete AE 99.30 £0.37 098 +£0.01  99.00 £1.06 96.80 £2.35 97.87 £1.15

o AE: Encoding Layers 9940 049 098 +£0.02 9863 £2.04 97.80 £2.39 98.23 £1.48
AE: Complete AE 99.30 £0.53 098 +0.02  99.01 £1.39 96.80 £3.29 9797 £1.38

VIEY AE: Encoding Layers 9947 +0.32 098 £0.01 9883 £1.64 98.00 £2.11 98.39 £0.98
AE: Complete AE 99.13 £0.57 097 £0.02 9877 £1.71 96.00 £2.31 9736 £1.74

The experiment pipeline remains the same, under the same evaluation metrics. The Strategy column represents the imputation strategy used. The % symbol represents the
default strategy. The following abreviations were used: CV for Constante Value, and MFV for Most Frequent Value
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Fig. 2 Baseline ROC-AUC and Precision-Recall Curves for the RNA-Seq data. Baseline a ROC-AUC and b Precision-Recall curves when detecting
breast cancer detection in the RNA-Seq input data, using a Fully Connected Neural Network (the classification architecture, without the AE as top

layers). Each line represent the different 10 folds for the cross validation

for the breast cancer class, since it had a greater results
variance between strategies, especially for Approach A, as
seen in Table 4.

Conclusions

We compared the performance of a deep neural network
(DNN) when using three different autoencoders (AEs) to
initialize its weights. To do so, each AE was pre-trained
and then attached to the top layers of our classifier. In the
importation phase, two different strategies were studied:
(1) just importing the AE’s encoding layer, and (2) import-
ing all the AE’s layers. Each of the three built architectures
was then trained to classify the input data as one of the
five types of cancer in this study. Two different approaches
were analyzed, in the training process: (A) fixing the
imported weights, and (B) by allowing them to be fine-
tuned during supervised training. Additionally, we studied
(1) how changing the encoding space dimension impacts
the AEs and DNN performances, and (2) how the miss-
ing data replacement strategy influences the performance
in the classification task. We also assessed the impact that
the number of AE imported layers has on the DNN overall
performance.

Furthermore, we extended the generalization study of
this methodology by applying it to two different datasets:
the MalariaScope thin blood smears data and the Wiscon-
sin Breast Cancer tumors datasets.

We outperformed the best result reported in [21],
according not just to the F; score, but to all the other
evaluation metrics as well. After a 10-fold cross-validation
training process, a full embedding of a pre-trained Basic

AE to the top layers of the DNN (Strategy 2), followed by
fine-tuning, achieved the best overall performance, with
an F; score of 99.03+1.21. Moreover, we outperformed
as well other established baselines, for the MalariaScope
and Wisconsin Breast Cancer datasets, supporting the
claim that this methodology generalizes well, including
when dealing with other data types. After performing
two distinct held-out datasets, we could conclude that
our models generalize well to unseen and different data,
not overfitting during the training phase. Allowing fine-
tune (Approach B) on the imported weights of the AEs
led undeniably to better results than fixing the weights
of the top layers (Approach A), as can be observed in
the results. Approach A is more sensitive to latent vector
dimension variations, in comparison with a more stable
Approach B. Finally, the results showed no evidence on
which imputation strategy is the best, considering the
RNA-Seq data.

In conclusion, this methodology led to state-of-the-art
performance in cancer classification from gene expres-
sion, strongly supporting that using AE as weight initial-
ization can help DNNs achieving better performances. We
believe that it also has high potential of generalizing well
to other data and problems, as shown in the results using
datasets of features extracted from images.

In the long term, and although some of the data is con-
sidered a toy dataset, we expect that this work will lead
to a more efficient and robust automated system for the
diagnosis of diseases, in particular cancer, providing a
faster diagnostic, and improving the expected treatment
outcome.
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Fig. 3 ROC-AUC and Precision-Recall Curves for the RNA-Seq data, with Approach A. Classification Model ROC-AUC — ato f —and b
Precision-Recall — g to | — curves when detecting breast cancer detection in the RNA-Seq input data, with Approach A (fixing the weights
imported from the AE) combined with both AE importing strategies. Each line represent the different 10 folds for the cross validation
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Fig. 4 ROC-AUC and Precision-Recall Curves for the RNA-Seq data, with Approach B. Classification Model ROC-AUC — ato f — and b
Precision-Recall — g to | — curves when detecting breast cancer detection in the RNA-Seq input data, with Approach B (allowing fine tune on the
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