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Abstract

Background: Usage of structured fields in Electronic Health Records (EHRs) to ascertain smoking history is important
but fails in capturing the nuances of smoking behaviors. Knowledge of smoking behaviors, such as pack year history
and most recent cessation date, allows care providers to select the best care plan for patients at risk of smoking
attributable diseases.

Methods: We developed and evaluated a health informatics pipeline for identifying complete smoking history from
clinical notes in EHRs. We utilized 758 patient-visit notes (from visits between 03/28/2016 and 04/04/2016) from our
local EHR in addition to a public dataset of 502 clinical notes from the 2006 i2b2 Challenge to assess the performance
of this pipeline. We used a machine-learning classifier to extract smoking status and a comprehensive set of text
processing regular expressions to extract pack years and cessation date information from these clinical notes.

Results: We identified smoking status with an F1 score of 0.90 on both the i2b2 and local data sets. Regular
expression identification of pack year history in the local test set was 91.7% sensitive and 95.2% specific, but
due to variable context the pack year extraction was incomplete in 25% of cases, extracting packs per day or
years smoked only. Regular expression identification of cessation date was 63.2% sensitive and 94.6% specific.

Conclusions: Our work indicates that the development of an EHR-based Smokers’ Registry containing information
relating to smoking behaviors, not just status, from free-text clinical notes using an informatics pipeline is feasible. This
pipeline is capable of functioning in external EHRs, reducing the amount of time and money needed at the institute-
level to create a Smokers’ Registry for improved identification of patient risk and eligibility for preventative and early
detection services.
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Background
Smoking remains the leading cause of preventable dis-
ease and death in the US [1], with approximately 20% of
all deaths in the US attributable to smoking [2–4]. How-
ever, despite successful public health efforts to reduce
the prevalence of cigarette smoking over the past several
decades, the Behavioral Risk Factor Surveillance System
(BRFSS) questionnaire found that 17.5% of US adults are
still current smokers and 25.3% are former smokers in
2016 [5]. Encouragingly, the majority of current smokers
plan to quit [6], and are more likely to successfully do so

with clinician-delivered cessation assistance [7], How-
ever, in order for clinicians to appropriately deliver
smoking cessation assistance and appropriate screening
for smoking attributable diseases, smokers need to be
identified and tracked, typically within a hospital’s elec-
tronic health records (EHR) software.
The Centers for Medicare and Medicaid Services (CMS)

initially required health care providers, as part of the Stage
2 Meaningful Use Objectives, to collect smoking status in-
formation within structured fields in their EHRs on at
least 80% of all patients over the age of 13 to remain eli-
gible for reimbursement, though this requirement has
been removed due to a high level of compliance [8]. How-
ever, there are no requirements for collecting additional
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tobacco use information such as pack years, number of
quit attempts, and, in former smokers, cessation dates.
This additional information is necessary for taking clinic-
ally actionable steps including referring individuals to ap-
propriate cessation intervention or screening, such as lung
cancer screening [9, 10].
For nearly a decade, health informatics researchers

have demonstrated that Natural language processing
(NLP) techniques are a feasible way to extract smoking
status from medical records [11, 12]. These algorithms
effectively collect smoking status, but to date no algo-
rithms have been published that capture other smoking
behavior information such as pack years or cessation
date [11, 12]. Additionally, a limitation of these smoking
status algorithms is their tendency to only perform opti-
mally in the EHRs where they are trained, limiting the
transferability of such data ascertainment tools [11, 12].
Here, we: 1) present a generalizable smoking status
(ever/never) algorithm which performs consistently
when trained using notes from a single EHR and tested
in a set of external notes; 2) develop novel algorithms
for collecting tobacco cessation data and partial or
complete pack year information (cigarettes per day,
packs per day, number of years smoked, and pack years);
and 3) evaluate clinical perception of a Smokers’ Registry
design based on the information collected. We present
an informatics pipeline that combines the information
captured by these algorithms and can be applied to EHR
to create a Smokers’ Registry. After further validation,
integration of this pipeline into EHR systems could pro-
vide clinicians the information needed to more meaning-
fully address current and future health concerns related
to patient smoking behaviors.

Methods
In 2006, Informatics for Integrating Biology and the Bed-
side (i2b2) developed and published a deidentified data
set which includes visit notes for 502 individuals classi-
fied as having one of five smoking status designations

(never, past, current, smoker temporality unknown, and
unknown smoking status) for training and testing smok-
ing status algorithms [12]. Details on the number of
notes in each class can be found in Table 1.
To evaluate the feasibility of creating a Smoker’s Regis-

try within our local EHR, data were also collected from
758 patient visit notes from the Dartmouth-Hitchcock
healthcare system (henceforth referred to as “local”).
Visit notes were extracted from the local Epic data ware-
house in April of 2016. We performed an SQL keyword
search on notes generated between 03/28/2016 and 04/
04/2016 for patients aged 18 years or older. To ensure
we had enough notes with smoking-related concepts,
half of the local notes in our dataset were selected be-
cause they contained the word-stem “smok”, while the
other half were pulled as a random sample of eligible
notes generated from visits in the same date range.
Many of the notes were semi-structured (Fig. 1), con-
taining sections such as “vitals”, “social history”, “health
summary”, and “impressions”; smoking behaviors infor-
mation was most often found under “social history” or
“impressions”. All participants provided written consent.
This study was approved by the Dartmouth College
Committee for the Protection of Human Subjects.
All smoking information in the local dataset were

manually annotated by the study team between 5/1/16
and 6/30/16 for smoking status, cessation date,
consumption information (including packs per day, ciga-
rettes per day, and pack years), along with other
smoking-related themes including smoking attributable
diseases and quit attempts. Smoking status classification
was completed using the same five classes used by i2b2:
current smoker, former smoker, never smoker, smoker
temporality unknown (the note indicated that the person
has a smoking history, but the annotator was unable
to definitively classify the patient as a current or
former smoker), or no smoking status information
present (labeled unknown). Manual annotation was
also used to indicate which notes contained

Table 1 Summary of Testing and Training Data Available for Algorithm Development

Smoking
status1

i2b2 Local EHR

Smoking Status Smoking Status Pack years Cessation Date

Train n = 398 Test n = 104 Train N = 533 Test N = 223 Train N = 84 Test N = 36 Train N = 54 Test N = 19

Never 66 16 117 51 – – – –

Ever 80 25 139 64 84 26 54 19

Former 36 11 71 30 38 12 54 19

Current 35 11 58 31 39 23 – –

Smoker 9 3 10 3 7 1 – –

Unknown 252 63 277 108 – – – –

Distribution of annotations for smoking status, pack years, and cessation date for the training and testing data from the i2b2 Challenge and our local EHR.
Smoking status was determined by a manual review, with notes classified as: Never smoker, former smoker, current smoker, smoker temporality unknown
(referred to as smoker), or no smoking status information (referred to as unknown). For the local EHR pack year and cessation date counts, we indicate the
number of notes for which this information was identified by manual review
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information relating to pack year history, and cessa-
tion date. The number of notes containing annotator-
identified concepts related to these three concepts
can be found in Table 1; annotations were completed
utilizing the eHost annotation tool. [13] All data pre-
processing and algorithm development were com-
pleted using Python 2.7.12. [14] Support vector
machine and machine learning models were con-
structed using functions from the sklearn package.
[15] Regular expression methods utilized functions
from the re package [16]. Finally, Multi-date format
recognition was completed using the datetime pack-
age [17].
Our NLP approach used a hotspot-guided support

vector machine (SVM), as previously described by
Cohen et al. [11]. Briefly, Cohen’s method used text
within +/− 100 characters of six domain-expert identified
word stems (hotspots), with notes containing no hot-
spots being automatically labeled “unknown”. These hot-
spots were “smok”, “cig”, “tobac”, “packs”, “tob”, and
“nicotine”.
We assessed adaptations to Cohen’s algorithm which

included evaluating the number and composition of hot-
spots needed and the size of the text window around
hotspots by using 5-fold cross-validation on the i2b2
training set. We also tested basing the window on words
instead of characters to better capture context. We
assessed whole sentences and window sizes of +/− three

to seven words around the hotspots, provided the words
occurred within the same sentence. Both the character
and word window sizes were chosen due to English
modifiers most often being located close to the modified
word (i.e. ‘former smoker’ is more common than
‘formerly, this patient participated in recreational smok-
ing’), and nearly always within the same sentence.
For each of the word and character windows tested,

we created the vector of features using the nltk package’s
tokenize function. We removed negation words “nei-
ther”, “never”, “no”, “nor”, “not” from the standard stop
words list to allow their usage in classification. Our
SVM approach utilized built in functions from the
sklearn package in python. We tried a variety of machine
learning approaches, completing 5-fold cross-validation
within the training sets of both the i2b2 and local sets.
The methods tested included multi-class SVMs (varied
weights and kernels), multiple logistic regression, K-
nearest neighbors, gradient decent, decision trees, and
random forests. We also assessed several ensembles,
with each method included having an equal vote in the
final classification (data not shown). When compared,
we found the multi-class SVM with a linear kernel and
balanced weighting performed best in the i2b2 training
data and about the same as the gradient decent and en-
semble approaches in our local training data. We there-
fore chose to only validate and present this method due
to consistent performance across data sets.

Fig. 1 Visualization of information extraction for smoking status classification. Visualization of the process used by the smoking status algorithm.
Notes were manually annotated for smoking behavior concepts in 756 local records. Many of these notes were semi-structured and contained
clearly defined sections. Smoking behaviors were most often found in the “social history” and impression sections, followed by the “impressions”
and “health summary” sections
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Our initial work assessed SVM classifiers for identify-
ing smoking status information. However, this approach
did not allow for information to be incorporated into a
structured database since it indicated if information was
present but did not extract pack years or cessation dates.
Therefore, we utilized regular expression methods,
drawing from the patterns our study team noted while
annotating notes, to create the set of rules for gathering
this information. The selected regular expression stem
words and patterns used to identify relevant information
are in Additional file 1: Table S1. Since the i2b2 data
lack annotations for these concepts, the regular expres-
sion patterns were iteratively created in the local training
set and tested in the local test set once.
The regular expression algorithms were only applied

to records which the SVM classified as current, former,
or smoker temporality unknown to reduce the risk of
false positive findings of pack year history and cessation
dates. This filtering step reduced the number of errors

by preventing blood panels and service dates from acci-
dentally being assessed in records classified as never
smokers or unknown. If the note was classified as having
a positive smoking history, the regular expressions for
cessation date were applied. Since pack year history can
be recorded in multiple ways, identifying pack years was
done by assessing for pack years, then packs per day,
then cigarettes per day, and finally years smoked. If pack
years were identified, no further work was done. If par-
tial information, such as packs per day or cigarettes per
day occurred and we also found reference to years
smoked, the pack year calculation was completed. In
cases of partial information, such as years smoked or
packs per day only, this information was collected and
stored in the appropriate partial information variable.
Figure 2 summarizes this workflow. The regular expres-
sion patterns utilized for identifying these various pieces
of information are shown in Additional file 1: Table S2.
Since the annotations generated by abstraction in the

Fig. 2 Flowchart for informatics pipeline information identification. Flowchart of the application of the pipeline to clinical notes. All notes were
subjected to the smoking status algorithm. If the status assigned was never smoker or unknown, no further assessments were done. If the status
assigned was current smoker, former smoker, or smoker temporality unknown, the note was assessed for pack year history and cessation date
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local set were for information presence, a manual review
of all notes associated with extracted pack years or ces-
sation dates was performed to verify the accuracy of the
extracted pack years and cessation dates. The i2b2 data
did not have annotations for these additional concepts.
A manual review of only those records with pack years
or cessation date found was done to confirm the accur-
acy of these findings.
Algorithm performance was assessed using standard

informatics methods, including precision, recall, and F1-
score. Precision is the quotient derived from the number
of correctly assigned individuals in a category over all in-
dividuals assigned to that category, while recall is the
number of correctly assigned individuals in a category
over all individuals who should have been assigned to
that category. The F1-score for each status category for-

mulaically is 2�ðrecall�precisionÞ
recallþprecision , penalizing for too many false

positive as well as too many false negatives and reward-
ing overall performance rather than good performance
in one area. The micro-F1 score is computed using the
total counts of true positives and false negatives to give
a global perspective of the algorithm’s performance; Pre-
viously reported classifiers typically have micro-F1 scores
of 0.85, and ideally micro-F1 scores higher than 0.9 [11,
12]. Clinically relevant metrics include sensitivity and
specificity, with sensitivity having the same definition as
recall and specificity being defined as the number of true
negatives for a given category divided by all negatives as
assessed by EP for that category.
We employed this process three times across the two

data sources: Once where it was trained and tested using
the i2b2 data sets, once where it was trained and tested
using the local data sets, and once where we used the
local training set and tested using the i2b2 testing set.
Finally, we presented the initial findings of our algo-

rithm development, along with prototype tables of what
information would be contained within the Smokers’
Registry, to several professionals who would use the pro-
posed system (a doctor, tobacco cessation coach, and the
New Hampshire Tobacco Quit Line Director). We incor-
porated their feedback in the design of the final set of
prototype tables (Additional file 1: Tables S3-S4).

Results
In our adaptations to the algorithms first developed by
Cohen et al., we noted that only four hotspots (“smok”,
“cig”, “tobac”, “nicoti”) were necessary to achieve the
same level of performance they achieved with all six
identified in their paper (Additional file 1: Table S1)
[11]. From the annotation phase, we believed that these
four hotspots were sufficient to capture most records
and did not test adding new words. Further, our best
model only needed +/− five words of the hotspot. This

model was determined to be more sensitive than +/−
three or four words and more specific than +/− six or
seven words. All hot-spot windows in a given note were
appended together to generate a single classification per
note. Figure 1 provides a visual overview of this process.
The overall micro-F1 score when trained and tested

on the i2b2 notes was 0.90. We achieved the same
micro-F1 score of 0.90 when we trained and tested on
the local notes. Finally, we achieved a micro-F1 score of
0.88 when we trained the smoking status algorithm on
the local training set and tested with the i2b2 test set.
Per class precision, recall, and F1 scores are included in
Table 2. The specificity of most classes was high, with
the lowest class specificity of 94% (never smoker in all 3
analyses, smoker in the locally trained i2b2 tested). The
sensitivity statistic was more modest, with all three
smoking categories having sensitivities at or below 73%
in i2b2, at or below 84% in the local EHR notes, and at

Table 2 Summary Statistics from Smoking Status Algorithm Testing

a) i2b2 trained and tested

Micro F1: 0.90

Precision Recall F1-Score N notes Sensitivity Specificity

Never 0.94 0.94 0.94 16 94% 94%

Ever – – – 25 94% 99%

Former 0.73 0.73 0.73 11 73% 97%

Current 0.62 0.73 0.67 11 73% 95%

Smoker 0.0 0.0 0.0 3 0% 99%

Unknown 1.00 1.00 1.00 63 100% 100%

b) Local record trained and tested

Micro F1: 0.90

Precision Recall F1-Score N notes Sensitivity Specificity

Never 0.83 0.98 0.90 51 98% 94%

Ever – – – 64 90% 96%

Former 0.93 0.83 0.88 30 83% 99%

Current 0.79 0.84 0.81 31 84% 96%

Smoker 0.33 0.33 0.33 3 33% 99%

Unknown 0.99 0.92 0.95 108 92% 99%

c) Local record trained, i2b2 record tested

Micro F1: 0.88

Precision Recall F1-Score N notes Sensitivity Specificity

Never 0.75 0.94 0.83 16 94% 94%

Ever – – – 25 80% 94%

Former 0.88 0.64 0.74 11 64% 99%

Current 0.86 0.55 0.67 11 55% 99%

Smoker 0.00 0.00 0.00 3 0% 94%

Unknown 1.00 1.00 1.00 63 100% 100%

Overall F1-score, and by smoking status precision, recall, F1-score, sensitivity,
and specificity for a) i2b2 note trained and tested b) local note trained and
tested and c) local note trained and i2b2 note tested data sets
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or below 64% in the locally trained and i2b2 tested ana-
lysis (Table 2). However, much of the misclassification
was across smoking categories. When we combined the
three smoking categories into one category (ever
smoker) for the i2b2 trained and tested analysis, this
combined group had a specificity of 99% and sensitivity
of 96%. Similarly, in the locally trained and tested ana-
lysis, we had a specificity of 96% and sensitivity of 90%
for the ever smoker category. Finally, in the locally
trained and i2b2 tested analysis we had a specificity of
94% and sensitivity of 80% for the ever smoker category.
Never smoker and unknown sensitivities and specificities
remained unchanged in all three analyses.
The regular expression pack year algorithm was 92%

sensitive and 95% specific, identifying pack year informa-
tion on 33 of the 36 individuals for which we annotated
the information present within the local notes (Table 3).
When the extracted cigarettes per day, packs per day,
and pack year numbers were manually compared to the
text notes, about a quarter of them had errors in the
numeric reporting. The regular expression cessation date
algorithm found 12 of the 19 cessation dates and had a
sensitivity of 63% and specificity of 95% (Table 3). All
dates successfully extracted matched the cessation date
in the notes upon manual review.
In the i2b2 set, we found 4 cessation dates were cor-

rectly extracted, 5 pack year histories correctly extracted,
2 partial smoking histories correctly extracted, and 2
partial smoking histories which were incorrectly ex-
tracted. Missed extractions could not be assessed due to
the lack of annotations, resulting in this assessment be-
ing limited in scope to only positive findings.
After discussing the informational strengths and limi-

tations of these tools with our clinical collaborators, we
finalized a set of tables which could be developed within
an EHR system using existing patient data and the infor-
mation collected from this informatics pipeline (Add-
itional file 1: Tables S3-S4).

Discussion
We have demonstrated that with minor adaptations to
existing smoking status algorithms and the implementation
of a few simple rules, the construction of a Smokers’

Registry within an EHR utilizing information found in free-
text clinical notes is possible. While this pipeline is not the
first proposed informatics pipeline or Smokers’ Registry
[18–20], to our knowledge it is the first to successfully cap-
ture smoking status, pack year history, and quit date within
one workflow. Further, we believe that the performance of
our pipeline’s smoking status classifier (i.e., when trained in
the local notes and tested in the i2b2 notes), demonstrates
that it has the potential to be implemented in multiple
EHRs with minimal local EHR retraining, though additional
testing in external EHRs is needed to confirm this potential.
While the pack year history and quit date algorithms could
not be formally tested in the i2b2 data due to a lack of an-
notations, we assessed the i2b2 test set using the full pipe-
line and identified both pack years and quit date. Since this
allowed us to assess positive findings, we were able to con-
firm the error rate of ~ 25% for pack year extraction. How-
ever, since these notes do not have annotations, we may
have missed some notes that do contain smoking behaviors
information c since we did not complete a full review of all
notes, and thus cannot calculate sensitivity or specificity.
Further work is needed to determine whether these algo-
rithms are generalizable to other EHRs.
In constructing algorithms to assist in clinical decision

making, both the accuracy and interpretability of the al-
gorithms needs to be considered. Since smoking behav-
ior collection is pertinent for all patients, not just a
small subset, our process also needed to be scalable to a
large hospital system. Therefore, we chose to test only
computationally inexpensive algorithms that could be
presented easily to a non-expert audience. Cohen’s hot-
spot method was complimentary to the algorithm selec-
tion process as hotspot-identified windows reduce the
dimensionality of the data, using only the pertinent sec-
tions of clinical notes instead of the entire note. Further,
by adapting to utilizing words instead of characters or n-
mers (constructed words of n-characters long) we pre-
serve some context and can extract the classification
vector in a human-readable format – a process that al-
lows us to show clinicians exactly what the SVM sees
and uses to classify records.
There are numerous clinical and administrative bene-

fits of capturing all information relating to smoking

Table 3 Summary Statistics from the Pack Year and Cessation Date Algorithms

Annotation a) Pack years regular expression
extraction

Annotation b) Cessation date regular expression extraction

Sensitivity: 91.7%
Specificity: 95.2%

Sensitivity: 63.2%
Specificity: 94.6%

Pack year history
found

Pack year history
not found

Cessation date found Cessation date not found

Pack year history recorded 33 3 Cessation date recorded 12 7

No pack year history recorded 8 179 Cessation date not recorded 11 193

Sensitivity, specificity, and crosstabulation of the annotation vs. the classification of a) the pack year algorithm and b) the cessation date algorithm
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behaviors from the EHR. From a clinical perspective,
creating a Smokers’ Registry has the potential to: 1) im-
prove cessation service access by generating lists of
current smoker patients with appointments for cessation
counselors, allowing these specialists to be available for
warm handoffs immediately following routine appoint-
ments [21–23]; 2) identify patients eligible for lung can-
cer screening and other services not relevant to the
general population [24–28]; 3) increase the visibility of
tobacco use and available treatment resources to clinical
practitioners, which may lead to improved cessation
rates and more effective preventative care [9, 28–36];
and 4) facilitate interventional research aimed at
smoking related behaviors and/or diseases. Benefits from
an administrative perspective include: 1) better
characterization of their high-risk patient population
[34, 37–39] and 2) the ability to analyze departmental
needs based on these patient characteristics, which could
lead to more informed decision making for resource and
personnel allocation [30, 31, 34, 36–38, 40–46].
To ensure that our proposed registry design would be

useful to clinicians without adding additional complexity
to an already overburdened system of documentation
[47], we presented the results of our algorithms and a
mockup of the registry tables to a physician, a tobacco
cessation counselor, several health services researchers,
and the New Hampshire Tobacco Quit Line Director.
Feedback about the perceived benefit of the proposed
pipeline, implementation concerns, and basic data struc-
ture design needs for successful clinical integration were
incorporated in to the final proposed table designs (Add-
itional file 1: Tables S3-S4).
While our smoking status algorithm has low sensitivities

for the current, former, and temporality unknown smoker
groups, the sensitivity for never smokers and notes with-
out smoking status information was high (> 90%), indicat-
ing the misclassification was primarily between the three
smoking groups. Further follow-up in the form of pre-visit
questionnaires, email prompts requesting patients to
update their health habits through the EHR web portal, or
assessment of smoking status from the patient’s entire rec-
ord instead of a single note could be utilized to fully estab-
lish the patient’s smoking status. Despite this weakness, all
patients in the three smoker categories are eligible for
inclusion in a Smokers’ Registry. Reducing the misclassifi-
cation between these groups will improve downstream ap-
plications of the registry for identification of patients’
eligible specific services such as cessation counseling or
lung cancer screening. Further work on methods for veri-
fying and reconciling smoking status among former and
current smokers is needed, but beyond the scope of this
paper.
Strengths of this project include the usage of two large

cohort of annotated notes to demonstrate both an

internal consistency when trained and tested in each as
well as the potential for training within one system for
application to other systems. This is, to our knowledge,
also the first comprehensive NLP-based Smoker’s Regis-
try design that incorporates tools for capturing pack
years and quit date as well as smoking status. While we
chose to focus exclusively on smoking behavior informa-
tion (status, pack years, and quit date), annotations for
other smoking related concepts were completed by our
annotator when curating the local set, which could lead
to the development of additional algorithms that pull in-
formation relating to smoking attributable diseases and
quit attempts in the future.
There are several limitations to the proposed pipeline.

While we can accurately predict the presence of infor-
mation relating to pack years and quit date, the extrac-
tion methods we tested for pack years need
improvement since approximately 25% of the extracted
pack years were actually packs per day or years smoked,
but mistakenly identified as complete pack years. Add-
itional rule sets and more advanced algorithms, such as
deep neural networks, need to be developed and tested
both within our EHR and in external EHRs before these
numbers can be utilized for clinical application without
manual review of the text window from which the num-
bers are extracted. Additionally, the cessation date regu-
lar expression rules were robust against standard date
forms but did not work with non-standard notation or
when presented with a date range (example: “patient
quit in the late 1980s”), resulting in our low sensitivity in
the test set. However, we believe this is also a strength of
the algorithm, as the dates reported can be considered
unambiguous. We also do not have external notes to be
able to fully test our pack year and cessation date rules,
as the i2b2 data is not annotated for these concepts, re-
quiring further assessment within external EHRs in the
future. Our assessment of these algorithms in the i2b2
notes was useful for showing the potential of this pipe-
line but cannot be considered a definitive finding. Add-
itional concerns relating to the accuracy of reporting
within the EHR need to be evaluated as well due to both
issues with patient reporting [48] and a lack of standard-
ized training for information collection on the part of
clinicians. Finally, the notes we used to build and test
these algorithms are from a teaching and research hos-
pital, which may have systematic differences in reporting
from other care centers [49].
Future work includes comparing the data captured by

these methods against semi-structured data for visit
dates where both are present in the note. If there is a
high level of concordance, the proposed pipeline could
be used to fill in ‘missing data’ for notes that do not have
semi-structured pack year history or cessation dates, re-
ducing the computational burden of the proposed
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Smoker’s Registry. Additional work comparing our algo-
rithm’s findings against externally recorded smoking data
would be useful for assessing the population benefit of a
Smokers’ Registry, as it could inform researchers and cli-
nicians about 1) biases in self-reported smoking behaviors
to clinicians, 2) clinical recording of smoking behaviors,
and 3) the reliability of these tools. This assessment would
also allow us to test what proportion of high-risk patients
can be identified from their EHR notes for referral to ap-
propriate health services such as cessation counseling or
lung cancer screening, and how many individuals would
be missed even with this pipeline in place. A long term
goal is to either release our completed pipeline through
OHDSI [50] or as an Epic app, which will allow for multi-
institute adoption of the proposed pipeline. As an inter-
mediate step, we have made our code available through a
public Bitbucket repository [51].

Conclusions
In this paper, we have presented an informatics pipeline
for creating a Smokers’ Registry within an EHR, demon-
strated that our smoking status algorithm is generalizable,
and outlined the future work necessary to complete the
proposed registry. Our pipeline is, to our knowledge, the
first to attempt to capture from free text documents all
the information necessary to determine patient eligibility
for lung cancer screening and other testing that is specific
to smoking behaviors [24–28]. Improving the synthesis of
clinically actionable information using informatics pipe-
lines for clinician and administrative use could lead to bet-
ter information collection, and ultimately better patient
health outcomes. Additional input from policy makers
and other clinicians to improve the design of the registry
for maximal benefit with minimal time and financial cost
will be critical.

Additional files

Additional file 1: Table S1. Stem-word used in our SVM algorithm for
hotspot selection in text. This table outlines the specific words utilized to
identify relevant text passages usage in the SVM classifier. Table S2.
Regular expression word conversions and patterns used to collect win-
dows containing smoking behavior information. This table provides the
exact regular expression patterns utilized to identify various aspects of
smoking history behavior from the free-text notes. Table S3. Preliminary
Registry Design Including all Smoking Behaviors Information. This table
demonstrates one of the potential deliverables of using these algorithms
to identify patients in an EHR – a de-identified table reporting on the
complete smoking behaviors of the patient population, usable by both
clinicians and researchers for population assessment. This information is
segregated from patient identifiers to allow for expedited IRB approval or
even IRB exemption depending on institutional/governing bodies pol-
icies. Table S4. Demographics Information Extracted for Administrative
and Research Purposes. This table demonstrates another potential deliver-
able of these algorithms. Specifically, this table has patient identifiers for
doing more in-depth patient characteristic studies and for potential re-
contact for tobacco related studies. Access to this part of the registry
would require full IRB approval for usage in research. The EHR could be

modified to provide this list to requesting clinicians for patients they will
see that day. (XLSX 14 kb)

Additional file 2: This file contains the code utilized to generate the
reported results. The i2b2 results can be validated by anyone. To do so,
complete the i2b2’s data user agreement to download the data (or check
if your institution already has access) and follow the file set-up outlined
in comments in the code. If you encounter any difficulties, please email
the first author at ellelpalmer2018@gmail.com for assistance. The Dartmouth-
Hitchcock results can be validated at the hospital by any researcher upon ap-
proval by our IRB. This can be done using the same script, with the i2b2 load
lines commented out and the Dartmouth-Hitchcock lines uncommented. This
code file is also available through Bitbucket and will be updated with future
works. (PY 36 kb)

Abbreviations
BRFSS: Behavioral Risk Factor Surveillance System; CMS: Centers for Medicare
and Medicaid Services; EHR: Electronic Health Record; i2b2: Integrating
Biology and the Bedside; NLP: Natural language processing

Acknowledgements
We would like to thank Dr. Shoshana Hort and Andrea Christian from the
Dartmouth-Hitchcock Medical Center and Teresa Brown from the New
Hampshire Division of Public Health Services: Tobacco Prevention and Cessa-
tion Program for their valuable input on the current clinical practices related
to smoking behavior documentation within the EHR, the potential uses of a
smokers’ registry, and barriers to implementation and use.
The deidentified clinical records used in this research were provided by the
i2b2 National Center for Biomedical Computing funded by U54LM008748
and were originally prepared for the Shared Tasks for Challenges in NLP for
Clinical Data organized by Dr. Ozlem Uzuner, i2b2 and SUNY.

Authors’ contributions
This study was designed by SH, JAD, TO, and ELP. JH acquired and
performed all data prepossessing. Annotations were completed by ELP.
Methodology was developed by SH and ELP. The manuscript was primarily
written by ELP, SH, and TO. All authors read and approved the final
manuscript.

Funding
This research was funding by The Hopeman fund at Norris Cotton Cancer
Center. Additional support for Ellen Palmer was provided by the Burroughs-
Wellcome Big Data in the Life Sciences Training Program. The Norris Cotton
Cancer Center reviewed and accepted a proposal to complete this work. Nei-
ther agency had further input as to study design, data collection, analysis, or
manuscript preparation.

Availability of data and materials
The i2b2 dataset is deidentified and publicly available through i2b2 (https://
www.i2b2.org/NLP/DataSets/Main.php) upon completion of a data user
agreement by each researcher requesting access. The EHR dataset curated
from Dartmouth-Hitchcock records is not deidentified and cannot be re-
leased due to HIPAA regulations. However, this data is available for on-site
review and usage after IRB approval (contact corresponding author for add-
itional details / arrangement of approval). All code used in this pipeline is
available both on Bitbucket (https://bitbucket.org/ellelnutter/tobbacco_user_
registery_network_public/) and as Additional file 2. Please note the Bitbucket
version is subject to change as this project is ongoing.

Ethics approval and consent to participate
No identifying information is included in this manuscript. All participants
gave written consent to allow the usage of their medical records for
research. This study was approved by the Dartmouth College Committee for
the Protection of Human Subjects.

Consent for publication
Not applicable.

Competing interests
No authors have reported competing interests.

Palmer et al. BMC Medical Informatics and Decision Making          (2019) 19:141 Page 8 of 10

https://doi.org/10.1186/s12911-019-0863-3
https://doi.org/10.1186/s12911-019-0863-3
mailto:ellelpalmer2018@gmail.com
https://www.i2b2.org/NLP/DataSets/Main.php
https://www.i2b2.org/NLP/DataSets/Main.php
https://bitbucket.org/ellelnutter/tobbacco_user_registery_network_public/
https://bitbucket.org/ellelnutter/tobbacco_user_registery_network_public/


Author details
1Dartmouth College, HB 7922, 03755 Hanover, NH, USA. 2Dartmouth College,
HB 7261, 03755 Hanover, NH, USA. 3Dartmouth College, HB 7920, 03755
Hanover, NH, USA. 4Huntsman Cancer Institute, University of Utah, 2000
Circle of Hope Dr, Salt Lake City, UT 84112, USA. 5Dartmouth College, HB
7927, 03755 Hanover, NH, USA.

Received: 17 October 2018 Accepted: 2 July 2019

References
1. Warren GW, Alberg AJ, Kraft AS, Cummings KM. The 2014 surgeon General's

report: "the health consequences of smoking--50 years of progress": a
paradigm shift in cancer care. Cancer. 2014;120(13):1914–6.

2. Fenelon A, Preston SH. Estimating Smoking–Attributable Mortality in the United
States. Demography. 2012;49(3). https://doi.org/10.1007/s13524-012-0108-x.

3. Ito H, Matsuo K, Hamajima N, Mitsudomi T, Sugiura T, Saito T, et al. Gene-
environment interactions between the smoking habit and polymorphisms
in the DNA repair genes, APE1 Asp148Glu and XRCC1 Arg399Gln, in
Japanese lung cancer risk. Carcinogenesis. 2004;25(8):1395–401.

4. Rostron B. Smoking-attributable mortality by cause in the United States:
revising the CDC’s data and estimates. Nicotine Tob Res. 2013;15(1):238–46.

5. Centers for Disease C, Prevention. Behavioral Risk Factor Surveillance System
Survey Data. Atlanta, Georgia: U.S.

6. Jamal A, King BA, Neff LJ, Whitmill J, Babb SD, Graffunder CM. Current
cigarette smoking among adults - United States, 2005-2015. MMWR Morb
Mortal Wkly Rep. 2016;65(44):1205–11.

7. Park ER, Gareen IF, Japuntich S, Lennes I, Hyland K, DeMello S, et al. Primary
care provider-delivered smoking cessation interventions and smoking
cessation among participants in the National Lung Screening Trial. JAMA
Intern Med. 2015;175(9):1509–16.

8. Accountable Care Organization Preventative Measures.
9. Boyle R, Solberg L, Fiore M. Use of electronic health records to support

smoking cessation. Cochrane Database Syst Rev. 2014;12:CD008743.
10. Wender R, Fontham ETH, Barrera E, Colditz GA, Church TR, Ettinger DS, et al.

American Cancer Society lung cancer screening guidelines. CA Cancer J
Clin. 2013;63(2):106–17.

11. Cohen AM. Five-way smoking status classification using text hot-spot
identification and error-correcting output codes. J Am Med Inform Assoc.
2008;15(1):32–5.

12. Uzuner O, Goldstein I, Luo Y, Kohane I. Identifying patient smoking status
from medical discharge records. J Am Med Inform Assoc. 2008;15(1):14–24.

13. Leng J, Shen S, Gundlapalli A, South B, Editors. The extensible human Oracle
suite of tools (eHOST) for annotation of clinical narratives. American medical
informatics association spring congress; Phoenix,AZ.

14. Foundation PS. Python Language Reference, version 2.7.
15. Pedregosa F, Varoquaux G, Gramfort A, Michel V, Thirion B, Grisel O, et al.

Scikit-learn: machine learning in Python. J Mach Learn Res. 2011;12:2825–30.
16. re package for Python.
17. Datetime package for Python.
18. Wang Y, Chen ES, Pakhomov S, Lindemann E, Melton GB, editors.

Investigating Longitudinal Tobacco Use Information from Social History and
Clinical Notes in the Electronic Health Record. AMIA National Meeting; 2016.

19. Thompson B, Rich LE, Lynn WR, Shields R, Corle D. A voluntary Smokers'
registry: characteristics of joiners and non-joiners in the community
intervention trial for smoking cessation (COMMIT). Am J Public Health. 1998;
88(1):100–3.

20. Le Faou AL, Baha M, Rodon N, Lagrue G, Ménard J. Trends in the profile of
smokers registered in a national database from 2001 to 2006: changes in
smoking habits. Public Health. 2009;123(1):6–11.

21. Kells M, Rogers J, Oppenheimer SC, Blaine K, McCabe M, McGrath E, et al.
The teachable moment captured: a framework for nurse-led smoking
cessation interventions for parents of hospitalized children. Public Health
Nurs. 2013;30(5):468–73.

22. Mussulman LM, Faseru B, Fitzgerald S, Nazir N, Patel V, Richter KP. A
randomized, controlled pilot study of warm handoff versus fax referral for
hospital-initiated smoking cessation among people living with HIV/AIDS.
Addict Behav. 2018;78:205–8.

23. Richter KP, Faseru B, Shireman TI, Mussulman LM, Nazir N, Bush T, et al.
Warm handoff versus fax referral for linking hospitalized smokers to
Quitlines. Am J Prev Med. 2016;51(4):587–96.

24. Zalmanovitch Y, Vashdi DR. The relationship between socio-economic
factors and responsiveness gaps in primary, preventative and health
promotion services. Health Expect. 2015;18(6):2638–50.

25. Raz DJ, Dunham R, Tiep B, Sandoval A, Grannis F, Rotter A, et al.
Augmented meaningful use criteria to identify patients eligible for lung
cancer screening. Ann Thorac Surg. 2014;98(3):996–1002.

26. Bach PB, Mirkin JN, Oliver TK, Azzoli CG, Berry DA, Brawley OW, et al.
Benefits and harms of CT screening for lung cancer: a systematic review.
JAMA. 2012;307(22):2418–29.

27. Tramontano AC, Sheehan DF, McMahon PM, Dowling EC, Holford TR, Ryczak
K, et al. Evaluating the impacts of screening and smoking cessation
programmes on lung cancer in a high-burden region of the USA: a
simulation modelling study. BMJ Open. 2016;6(2):e010227.

28. Fucito LM, Czabafy S, Hendricks PS, Kotsen C, Richardson D, Toll BA. Pairing
smoking-cessation services with lung cancer screening: a clinical guideline
from the Association for the Treatment of tobacco use and dependence
and the Society for Research on nicotine and tobacco. Cancer. 2016.

29. Szatkowski L, McNeill A, Lewis S, Coleman T. A comparison of patient recall
of smoking cessation advice with advice recorded in electronic medical
records. BMC Public Health. 2011;11(1):291.

30. Blumenthal DS. Barriers to the provision of smoking cessation services
reported by clinicians in underserved communities. J Am Board Fam Med.
2007;20(3):272–9.

31. Cromwell J, Bartosch WJ, Fiore MC, Hasselblad V, Baker T. Cost-effectiveness
of the clinical practice recommendations in the AHCPR guideline for
smoking cessation. Agency for Health Care Policy and Research. JAMA.
1997;278(21):1759–66.

32. Rodgers A, Corbett T, Bramley D, Riddell T, Wills M, Lin RB, et al. Do u
smoke after txt? Results of a randomised trial of smoking cessation using
mobile phone text messaging. Tob Control. 2005;14(4):255–61.

33. Haas JS, Linder JA, Park ER, Gonzalez I, Rigotti NA, Klinger EV, et al. Proactive
tobacco cessation outreach to smokers of low socioeconomic status: a
randomized clinical trial. JAMA Intern Med. 2015;175(2):218–26.

34. Williams JM, Steinberg ML, Griffiths KG, Cooperman N. Smokers with
behavioral health comorbidity should be designated a tobacco use disparity
group. Am J Public Health. 2013;103(9):1549–55.

35. Baker TB, Piper ME, McCarthy DE, Bolt DM, Smith SS, Kim S-Y, et al. Time to
first cigarette in the morning as an index of ability to quit smoking:
implications for nicotine dependence. Nicotine & tobacco research :
Nicotine Tob Res. 2007;9 Suppl 4(December):S570.

36. Czarnecki KD, Goranson C, Ja E, Vichinsky LE, Coady MH, Perl SB. Using
geographic information system analyses to monitor large-scale distribution
of nicotine replacement therapy in New York city. Prev Med. 2010;50(5–6):
288–96.

37. Miller T, Va R, SaM G, Hattis D, Rundle A, Andrews H, et al. The economic
impact of early life environmental tobacco smoke exposure: early
intervention for developmental delay. Environ Health Perspect. 2006;114(10):
1585–8.

38. Solberg LI, Flottemesch TJ, Foldes SS, Molitor BA, Walker PF, Crain AL.
Tobacco-use prevalence in special populations. Taking advantage of
electronic medical records. Am J Prev Med. 2008;35(6 SUPPL):S501–7.

39. Boudet C, Zmirou D, Vestri V. Can one use ambient air concentration data
to estimate personal and population exposures to particles? An approach
within the European EXPOLIS study. Sci Total Environ. 2001;267(1–3):141–50.

40. Sockrider MM, Hudmon KS, Addy R, Dolan MP. An exploratory study of
control of smoking in the home to reduce infant exposure to
environmental tobacco smoke. Nicotine Tob Res. 2003;5(6):901–10.

41. Joya X, Manzano C, Álvarez A-T, Mercadal M, Torres F, Salat-Batlle J, et al.
Transgenerational exposure to environmental tobacco smoke. Int J Environ
Res Public Health. 2014;11(7):7261–74.

42. Emmons KM, Hammond SK, Fava JL, Velicer WF, Evans JL. Monroe aD. A
randomized trial to reduce passive smoke exposure in low-income
households with young children. Pediatrics. 2001;108(1):18–24.

43. Fu SS, van Ryn M, Nelson D, Burgess DJ, Thomas JL, Saul J, et al. Proactive
tobacco treatment offering free nicotine replacement therapy and
telephone counselling for socioeconomically disadvantaged smokers: a
randomised clinical trial. Thorax. 2016;71(5):446–53.

44. Hazlehurst B, Sittig DF, Stevens VJ, Smith KS, Hollis JF, Vogt TM, et al. Natural
language processing in the electronic medical record: assessing clinician
adherence to tobacco treatment guidelines. Am J Prev Med. 2005;29(5):
434–9.

Palmer et al. BMC Medical Informatics and Decision Making          (2019) 19:141 Page 9 of 10

https://doi.org/10.1007/s13524-012-0108-x


45. Oza S, Thun MJ, Henley SJ, Lopez AD, Ezzati M. How many deaths are
attributable to smoking in the United States? Comparison of methods for
estimating smoking-attributable mortality when smoking prevalence
changes. Prev Med. 2011;52(6):428–33.

46. John DA, Kawachi I, Lathan CS, Ayanian JZ. Disparities in perceived unmet
need for supportive services among patients with lung cancer in the
Cancer care outcomes research and surveillance consortium. Cancer. 2014;
120(20):3178–91.

47. Tsou AY, Lehmann CU, Michel J, Solomon R, Possznaz L, Gandhi T. Safe
practices for copy and paste in the EHR. Systematic review,
recommendations, and novel model for health IT collaboration. Applied
Clinical Informatics. 2017;8:12–34.

48. Modin HE, Fathi JT, Gilbert CR, Wilshire CL, Wilson AK, Aye RW, et al. Pack-
year cigarette smoking history for determination of lung Cancer screening
eligibility. Comparison of the electronic medical record versus a shared
decision-making conversation. Ann Am Thorac Soc. 2017;14(8):1320–5.

49. Frick AP, Martin SG, Shwartz M. Case-mix and cost differences between
teaching and nonteaching hospitals. Med Care. 1985;23(4):283–95.

50. Hripcsak G, Duke JD, Shah NH, Reich CG, Huser V, Schuemie MJ, et al.
Observational health data sciences and informatics (OHDSI): opportunities
for observational researchers. Stud Health Technol Inform. 2015;216:574–58.

51. Palmer E. https://bitbucket.org/ellelnutter/tobbacco_user_registery_
network_public/src/master/. 2018.

Publisher’s Note
Springer Nature remains neutral with regard to jurisdictional claims in
published maps and institutional affiliations.

Palmer et al. BMC Medical Informatics and Decision Making          (2019) 19:141 Page 10 of 10

https://bitbucket.org/ellelnutter/tobbacco_user_registery_network_public/src/master/
https://bitbucket.org/ellelnutter/tobbacco_user_registery_network_public/src/master/

	Abstract
	Background
	Methods
	Results
	Conclusions

	Background
	Methods
	Results
	Discussion
	Conclusions
	Additional files
	Abbreviations
	Acknowledgements
	Authors’ contributions
	Funding
	Availability of data and materials
	Ethics approval and consent to participate
	Consent for publication
	Competing interests
	Author details
	References
	Publisher’s Note

